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Thinking like an adversary



Stepping into the shoes of 
an attacker



What are you trying to disrupt or extract? 
Costs
Brand

Infrastructure

Software

Services

Data



Main Machine Learning Model 
(LLM, Diffusion model, other 
deep learning or other ML)

Serving Layer 
Software

Monitoring

Acceleration/
Optimization/ 

Scheduling SW

Other models for things 
like guardrails or 

additional acceleration

Hardware and Networking (can be highly distributed)

Hardware compilers

What does your target look like?



Cloud Provider

Proprietary 
Software and 
Data API Call to AI Vendor

Or maybe like this?



Your Hardware

Operating 
System and 
Local Data

Local Agent or AI

Or like this?



AI/ML Model 

Sensitive Data

Critical Infrastructure

Proprietary Code and Services

Commonalities



What are potential 
weaknesses in a model?



„NSFW"

Accidents, Headlines and Mugshots

Watermarked  
images + ads

Training Data



Wootters, Capacity of the Binary Symmetric Channel

Man

King

Queen

Woman

Coding Theory and Embeddings



Margins in High Dimensionality

Decision boundary

Margin



Overparametrized Models



Context Window and Attention



Decision Boundaries and Space

Training Data Content

Behemoth Sycophants🤡

Identified Weaknesses

Attention Activations



Exploiting Models



• Training data 

• RAG data (i.e. documents 
available to model) 

• Prompt leakage 

• Other system data or code 
(agent workflows)

Exfiltrating Data



• Adversarial examples 

• Prompt injection 

• Poisoning (mainly prompt / 
document based) 

• Backdoors

Changing ML/AI Output



• Prompt hijacking 

• Agent botnets 

• Jailbreaking 

• Harmful outputs 

• System hijacking (i.e. agent or 
LLM as attack vector)

Disrupting Systems and Services



How to protect systems (a 
very quick primer)



Access control and permissions

Input and output sanitization

Utility vs privacy/security tradeoffs

Start with Architecture



Use Guardrails (but they 
won’t save you)

Software input/output based  
External algorithmic 
Trained / fine-tuned

https://blog.kjamistan.com/algorithmic-based-guardrails-external-guardrail-models-and-alignment-methods.html

Use Guardrails (but they won’t save you)



Interdisciplinary Threat Modeling

• Security, privacy, SW, product, 
data, finance, risk stakeholders 

• Debunking myths 
• Exposing real threats and 

solutions 
• Developing „risk radar“ muscle



Third-party model benchmarks

AI vendor security evals

Use-case-based evals

MLOps privacy + security testing

Red Teaming and Privacy/Security Testing



Thank you!

• Probably Private Newsletter & 
YouTube  - https://
probablyprivate.com  

• App: ❓questions + 🌟rate this talk  

• Book signing @ 15 / 3pm 📚

https://probablyprivate.com
https://probablyprivate.com


hidden layers
input output

Task-specific

Sequence-based

General goal:  

information / pattern compression   

task automation

Deep Learning Primer



Claude Shannon’s Information Theory



https://labs.zenity.io/p/agentflayer-chatgpt-connectors-0click-attack-5b41

Agentic Security?



Zhang et al. 2020 

Identity Crisis: Memorization and  

Generalization under Extreme  

Overparameterization

Is Learning without Memorization Possible?


