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Gunnar Morling &
@gunnarmorling

¥ | "The One Billion Row Challenge"

How fast can YOU aggregate 1B rows using modern #Java? Grab your
threads, flex your SIMD, and kick off 2024 true coder style by joining this

friendly little competition. Submissions accepted until Jan 31.

morling.dev/blog/one-billi...

s The One Rillion Row Challenge

—

iB 'temPer‘a‘ture
Vo l “ues

Your 7 4
Java progrom /

¢ . Buloawoyo=3.6/12.9/24.0, ..., Helsinki=-21.0/5.9/24.3, ... ¢

£

Determing min/mean/mox Value, per station
@3«4»\#\0\(‘»\0("'.»\3




The challenge:

Parse a file with 1.000.000.000 rows
Print the results

Using plain ‘vanilla’ Java.



Input:

<string: city name>;<double: measurement>/n

s1-1{elaNaClna=1-100 characters
[Eag/s /=L (g=N-09.9 to 99.9

Example: Hamburg;12.0
Istanbul;6.2

Bulawayo; 8.9
Palembang; 38.8

St. John's:15.2
Cracow;12.6
Bridgetown;26.9
Istanbul;23.0




Output:

For each station print: min, avg, max

Example:

{Abha=-23.0/18.0/59.2, Abidjan=-16.2/26.0/67.3,
Abéché=-10.0/29.4/69.0, Accra=-10.1/26.4/66.4,

Addis Ababa=-23.7/16.0/67.0,
Adelaide=-27.8/17.3/58.5,




Baseline:
Description:

Uses Files.lines to read (single threaded)

Uses streams to collect the results

*Ulaitlsnl=04:49.679



3 usages =2 Gunnar Morling *

private record ResultRow(double min, double mean, double max) {

2 Gunnar Morling

||/||

public String toString() { return round(min

+ round(mean

3 usages & Gunnar Maorling
private double round(double value) { return Math.round(value * 10.0) / 10.0; }
I

3 usages = Gunnar Morling

private static class MeasurementAggregator {

6 usages

private double min Double.POSITIVE_INFINITY;

6 usages

private double max Double .NEGATIVE_INFINITY;
5 usages

private double sum;

5 usages

private long count;

+ "/" + round(max) ;



3 usages = Gunnar Morling *

private record ResultRow(double min, double mean, double max) {

2 Gunnar Morling

public String toString() { return round(min) + "/" + pround(mean

3 usages & Gunnar Morling

private double round(double value) { return Math.round(value * 10.0) / 10.0; }

3 usages = Gunnar Morling

private static class MeasurementAggregator {

6 usages
private double min = Double.POSITIVE_INFINITY;
6 usages
private double max = Double.NEGATIVE_INFINITY;
5 usages

private double sum;
5 usages

private long count;



3 usages =2 Gunnar Morling *

private record ResultRow(double min, double mean, double max) {

2 Gunnar Morling

public String toString() { return round(min) + "/" + round(mean

3 usages & Gunnar Morling

private double round(double value) { return Math.round(value * 10.0) / 10.0; }

3 usages = Gunnar Morling

private static class MeasurementAggregator {
6 usages

private double min = Double.POSITIVE_INFINITY;

6 usages

private double max Double.NEGATIVE_INFINITY;

5 usages

private double sum;
O usages

private long count;




2 Gunnar Morling *
public static void main(String[] args) throws IOException {
Collector<Measurement, MeasurementAggregator, ResultRow> collector = Collector.of(
MeasurementAggregator: :new,
(a, m) -> {
a.min = Math.min(a.min, m.value);
a.max = Math.max(a.max, m.value);
a.sum += m.value;
a.count++;
by
aggl, agg2) ->
var res = new MeasurementAggregator();
res.min = Math.min(aggl.min, agg2.min);
res.max = Math.max(aggl.max, agg2.max);
res.sum = aggl.sum + agg2.sum;
res.count = aggl.count + agg2.count;

return res;

k,
agg -> {

new ResultRow(agg.min, mean: (Math.round(agg.sum * 10.8) / 10.0) / agg.count, agg.max);
b)) 7

Map<String, ResultRow> measurements = new TreeMap<>(Files.lines(Paths.get(FILE)) Stream<String>
.map(l -> new Measurement(l.split( regex: ";"))) Stream<Measurement>
.collect(groupingBy(m -> m.station(), collector)));

System.ouvt.println(measurements);



2 Gunnar Morling *
public static void main(String[] args) throws IOException {
Collector<Measurement, MeasurementAggregator, ResultRow> collector = Collector.of(
MeasurementAggregator: :new,
(a, m) -> {
a.min = Math.min(a.min, m.value);
a.max = Math.max(a.max, m.value);
a.sum += m.value;
a.count++;
b
aggl, agg2) ->
var res = new MeasurementAggregator();
res.min = Math.min(aggl.min, agg2.min);
res.max = Math.max(aggl.max, agg2.max);
res.sum = aggl.sum + agg2.sum;
res.count = aggl.count + agg2.count;

return res;

k,
agg -> {

new ResultRow(agg.min, mean: (Math.round(agg.sum * 10.8) / 10.0) / agg.count, agg.max);
});

Map<String, ResultRow> measurements = new TreeMap<>(Files.lines(Paths.get(FILE)) Stream<String>
.map(l -> new Measurement(l.split( regex:

.collect(groupingBy(m -> m.station(), collector)));

System.ouvt.println(measurements);



2 Gunnar Morling *
public static void main(String[] args) throws IOException {
Collector<Measurement, MeasurementAggregator, ResultRow> collector = Collector.of(
MeasurementAggregator: :new,
(a, m) -> {
a.min = Math.min(a.min, m.value);
a.max = Math.max(a.max, m.value);
a.sum += m.value;
a.count++;
b
aggl, agg2) ->
var res = new MeasurementAggregator();
res.min = Math.min(aggl.min, agg2.min);
res.max = Math.max(aggl.max, agg2.max);
res.sum = aggl.sum + agg2.sum;
res.count = aggl.count + agg2.count;

return res;

e
agg -> {

new ResultRow(agg.min, mean: (Math.round(agg.sum * 10.8) / 10.0) / agg.count, agg.max);
B;

Map<String, ResultRow> measurements = new TreeMap<>(Files.lines(Paths.get(FILE)) Siream<String>
.map(l -> new Measurement(l.split( regex: ";"))) Stream<Measurement>
.collect(groupingBy(m -> m.station(), collector)));

System.ouvt.println(measurements);



2 Gunnar Morling *
pub L rere—ro e CStrTe e o 0 Shany
Collector<Measurement, MeasurementAggregator, ResultRow> collector = Collector.of(
MeasurementAggregator: :new,
(a, m) -> {
a.min = Math.min(a.min, m.value);
a.max = Math.max(a.max, m.value);
a.sum += m.value;
a.count++;
I
aggl, agg2) ->
var res = new MeasurementAggregator();
res.min = Math.min(aggl.min, agg2.min);
res.max = Math.max(aggl.max, agg2.max);
res.sum = aggl.sum + agg2.sum;
res.count = aggl.count + agg2.count;

return res;

e
agg -> {

new ResultRow(agg.min, mean: (Math.round(agg.sum * 10.8) / 10.0) / agg.count, agg.max);
B;

Map<String, ResultRow> measurements = new TreeMap<>(Files.lines(Paths.get(FILE)) Stream<String>
.map(l -> new Measurement(l.split( regex: ";"))) Stream<Measurement>
.collect(groupingBy(m -> m.station(), collector)));

System.ouvt.println(measurements);



2 Gunnar Morling *
public static void main(String[] args) throws IOException {
Collector<Measurement, MeasurementAggregator, ResultRow> collector = Collector.of(
MeasurementAggregator: :new,
(a, m) -> {
a.min = Math.min(a.min, m.value);
a.max = Math.max(a.max, m.value);
a.sum += m.value;
a.count++;
b
aggl, agg2) ->
var res = new MeasurementAggregator();
res.min = Math.min(aggl.min, agg2.min);
res.max = Math.max(aggl.max, agg2.max);
res.sum = aggl.sum + agg2.sum;
res.count = aggl.count + agg2.count;

return res;

k,
agg -> {

new ResultRow(agg.min, mean: (Math.round(agg.sum * 10.8) / 10.0) / agg.count, agg.max);
});

Map<String, ResultRow> measurements = new TreeMap<>(Files.lines(Paths.get(FILE)) Stream<String>
.map(l -> new Measurement(l.split( regex: ";"))) Stream<Measurement>
.collect(groupingBy(m -> m.station(), collector)));

System.ouvt.println(measurements);
}.
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Watch, learn, adopt, experiment.

1brec / src / main / java / dev [ morling / onebrc /| (O

/ martin2038 and martin.cong martin2038: first submission (#665) =&

Last commit message

||

CalculateAverage_0Oxshivamagarwal.java Add Oxshivamagarwal Implementation (#508)

CalculateAverage_3j5a.java CalculateAverage_3j5a off-the-shelf Java components + ArraysSupport (#...

CalculateAverage_AbstractKamen.java CalculateAverage_AbstractKamen

CalculateAverage_C5H1205.java Processing byte array backwards (#504)

CalculateAverage_EduardoSaverin.java EduardoSaverin (#689)

CalculateAverage_JaimePolidura.java Added improvments on string copying, string comparation & calculation...

CalculateAverage_JamalMulla.java Second attempt with various improvements (#510)

CalculateAverage_JesseVanRooy.java CalculateAverage_JesseVanRooy (Submission 1) (#335)

CalculateAverage_Judekeyser.java Justin's implementation (#666)

CalculateAverage_Jurenlvan.java My first submission (#697)

CalculateAverage_Kidlike.java submission for kidlike (#294)

CalculateAverage_MahmoudFawzyKhalil.java MahmoudFawzyKhalil's implementation (#438)

CalculateAverage_MeanderingProgrammer.java First attempt from MeanderingProgrammer

CalculateAverage_PanagiotisDrakatos.java My Probably last attempt to optimize performance (#693)

CalculateAverage_PawelAdamski.java Pawet Adamski - 1brc submission (#629)

B
B
B
B
B
D
B
B
B
B
B
D
B
B
B
B

CalculateAverage_SamuelYvon.java Graal Native for SamuelYvon (#332)






01 Jan 2024:

Description:

Uses Files.lines in parallel

Uses ConcurrentHashMap

04:49,6798902: 08. 845

Runtime:



Map<String, Measurement> resultMap = Files.lines(Path.of(FILE)).parallel() Stream<String>

.map(record -> {
// Map to <String,double>
int pivot = record.index0f(";");
String key = record.substring(0, pivot);
double measured = Double.parseDouble(recaord.substring( beginindex: pivot + 1));
return new AbstractMap.SimpleEntry<>(key, measured);
}) Stream<SimpleEntry<...>>
.collect(Collectors.toConcurrentMap(
// Combine/reduce:
AbstractMap.SimpleEntry::getKey,
entry -> new Measurement(entry.getValue()),
Measurement::combineWith));

System.ovt.print("{");
System.out.print(

resultMap.entrySet().stream().sorted(Map.Entry.comparingByKey()) .map(0Object::toString).collect(Collectors.joining( delimiter: ", ")));
System.out.println("}");



Map<String, Measurement> resultMap = Files.lines(Path.or(FILE)).parallel() Stream<String>

.map(record -> {
// Map to <String,double>
int pivot = record.index0f(";");
String key = record.substring(0, pivot);
double measured = Double.parseDouble(recaord.substring( beginindex: pivot + 1));
return new AbstractMap.SimpleEntry<>(key, measured);
}) Stream<SimpleEntry<...>>
.collect(Collectors.toConcurrentMap(
// Combine/reduce:
AbstractMap.SimpleEntry::getKey,
entry -> new Measurement(entry.getValue()),
Measurement::combineWith));

System.ovt.print("{");
System.out.print(

resultMap.entrySet().stream().sorted(Map.Entry.comparingByKey()) .map(0Object::toString).collect(Collectors.joining( delimiter: ", ")));
System.out.println("}");



Map<String, Measurement> resultMap = Files.lines(Path.of(FILE)).parallel() Stream<String>

.map(record -> {

dap to <String,double>

int pivot = record.index0f(";");

String key = record.substring(0, pivot);
double measured = Double.parseDouble(recaord.substring( beginindex: pivot + 1));
return new AbstractMap.SimpleEntry<>(key, measured);

aam<SimpleEntry<...>>

})
.collect(Collectors.toConcurrentMap(
// Combine/reduce:
AbstractMap.SimpleEntry: :getKey,
entry -> new Measurement(entry.getValue()),
Measurement::combineWith));

System.ovt.print("{");
System.ovt.print(

resultMap.entrySet().stream().sorted(Map.Entry.comparingByKey()) .map(0Object: :toString).collect(Collectors.joining( delimiter: ", ")));
System.ouvt.println("}");



Map<String, Measurement> resultMap = Files.lines(Path.of(FILE)) .parallel() Stream<String>

.map(record -> {
// Map to <String,double>
int pivot = record.index0f(";");
String key = record.substring(0, pivot);
double measured = Double.parseDouble(recaord.substring( beginindex: pivot + 1));
return new AbstractMap.SimpleEntry<>(key, measured);

.collect(Collectors.toConcurrentMap (
// Combine/reduce:
AbstractMap.SimpleEntry: :getKey,

entry -> new Measurement(entry.getValue()),

Measurement::combineWith));

System.ovt.print("{");
System.ovt.print(

resultMap.entrySet().stream().sorted(Map.Entry.comparingByKey()) .map(Object::toString).collect(Collectors.joining( delimiter: ", ")));
System.out.println("}");



Map<String, Measurement> resultMap = Files.lines(Path.of(FILE)) .parallel() Stream<String>

.map(record -> {
// Map to <String,double>
int pivot = record.indexO0f(";");
String key = record.substring(0, pivot);
double measured = Daouble.parseDouble(record.substring( beginindex: pivot + 1));
return new AbstractMap.SimpleEntry<>(key, measured);
}) Stream<SimpleEntry<...>>
.collect(Collectors.toConcurrentMap(
// Combine/reduce:
AbstractMap.SimpleEntry: :getKey,
entry -> new Measurement(entry.getValue()),
Measurement::combineWith)) ;

System.ovt.print("{");
Systeproot i

resultMap.entrySet().stream() .sorted(Map.Entry.comparingByKey()) .map(Object::toString).collect(Collectors.joining( delimiter: ", ")));
System.oUt Pl .



03 Jan 2024

Description:

A *lot* has happened. == i

02:08,8458900: 23. 366

Runtime:



Which JVM?

Graal JIT provides better throughput (also for slower solutions)

Native compilation is best, the better the solution, the
greater the advantage



Using java version 21.8.2-graal in this shell.

Generating 'CalculateAverage_royvanrijn_image' (executable) ...

' 6s @ 0.15GB)
Java version: 21.0.2+13-LTS, vendor version: 0Oracle GraalvM 21.0.2+13.1
Graal compiler: optimization level: 3, target machine: native, PGO: off
C compiler: cc (apple, arm6d, 15.0.0)
Garbage collector: Epsilon GC (max heap size: 515, 00ME)
1l user-specific feature(s):
- com.oracle.svm. thirdparty.gson.GsonFeature
1 experimental option(s) unlocked:
- '-H:-ParseRuntimelptions' (origin(s): command line)
Build resources:
- 24,18GEB of memory (75.6% of 32,.00GE system memory, determined at start)
- 12 thread(s) (100,0% of 12 available processor(s), determined at start)
[ 4300 ) (5 = @ [0 286GE)
3.299 reachable types (72.1% of 4 .578 total)
3.888 reachable fields (49,8% of 7.805 total)
16.870 reachable methods (46,1% of 36.555 total)
1.063 types, 112 fields, and 687 methods registered for reflection
58 types, 63 fields, and 52 methods registered for JNI access
4 native libraries: -framework Foundation, dl, pthread, z

(0. 8s @ [0, 3366)
[*] (.85 @ 0O, 30GB)
[ w0 ) (0. 3s @ 0 31GB)
[ XX ] (16,55 @ 0, 44GB)
[*] (1.3s @ 0. 349GB)
& (1.55s @ 0 40GB)
g,82MB (54,30%) for code area: 7.934 compilation units
6,968MB (43,01%) for image heap: 105.041 objects and 53 resources
445,19kE ( 2.70%) for other data
16,24MB in total
Top 18 origins of code area: Top 18 object types in 1mage heap:
6,82ME java.base 2,23MB byte[] for code metadata
1,39MB svm.jar (Native Image) 1,29MB byte[] for java.lang.String
223.,50kEB java.logging 768.,96kE java.lang.String
153,40kE com.oracle.svm.svm_enterprise 561,09kE java.lang.Class
42 ,68kE jdk.proxy3 232 ,76kE byte[] for general heap data
42 .,45kB jdk.proxyl 229,66kEB java.util.HashMapfNode
33.57kB average-1.0.0-SNAPSHOT.jar 170,384kE byte[] for reflection metadata
32.89kE jdk.internal . vm.ci 154 ,64kEB com.oracle.svm.core. hub.DynamicHubCompanion
158,38kE jdk.internal.vm.compiler 154 ,34kE byte[] for embedded resources
17,.98kE org.graalvm.collections 129,86kE char/|[]
16,60kE for 3 more packages 1,07MEB for 860 more object types

lleg ' _H: 4R 11" 14dPRelmnnr ! 0 ~reate a3 remnrt wuasth mare defasrle



JVM options

source "$HOME/.sdkman/bin/sdkman-init.sh"

sdk use java 21.0.2-graal 1>&2

if [ ! -f target/CalculateAverage_royvanrijn_image ]; then

JAVA_OPTS="--enable-preview"

NATIVE_IMAGE_OPTS="${NATIVE_IMAGE_OPTS} -H:InlineAllBonus=10 -H:-ParseRuntimeOptions ${JAVA_OPTS}"

native-image $NATIVE_IMAGE_OPTS\
-cp target/average-1.0.0-SNAPSHOT.jar\
-0 target/CalculateAverage_royvanrijn_image\
dev.morling.onebrc.CalculateAverage_royvanrijn
fi



JVM options

source "$HOME/.sdkman/bin/sdkman-init.sh"

sdk use java 21.0.2-graal 1>&2

if [ ! -f target/CalculateAverage_royvanrijn_image ]; then
JAVA_OPTS="--enable-preview"

NATIVE_IMAGE_OPTS="-H:+UnlockExperimentaty¥Meptiens—nitialize-at-build-time=dev.morling.onebrc.CalculateAverage_royvanrijn"

NATIVE_IMAGE_OPTS="${NATIVE_IMAGE_OPTS} —H INCineALLBonus=10 -H:-ParseRuntimeOptions ${JAVA_OPTS}"

native-image $NATIVE_IMAGE_OPTS\
-cp target/average-1.0.0-SNAPSHOT.jar\
-0 target/CalculateAverage_royvanrijn_image\
dev.morling.onebrc.CalculateAverage_royvanrijn
fi



Temperature as integer statlc Finlall class Measurement {

int min, max, count;

public Measurement() {
this.min = 10000;
this.max = -10000;

F
no usages new*
public Measurement updateWith(int measurement) {
min = min(min, measurement);
max = max(max, measurement);
sum += measurement;
count++;
return this;
}

new *
public Measurement updateWith(Measurement measurement) 1
min = min(min, measurement.min):
max = max(max, measurement.max);
sum += measurement.sum;

count += measurement.count:



3 usages new*

record FileSegment(long start, long end) {
¥

/*% Using this way to segment the file is much prettier, from spullara */

1usage new*

private static List<FileSegment> getFileSegments(File file) throws IDException {
final int numberOfSegments = Runtime.getRuntime() .availableProcessors();
final long fileSize = file.length();
final long segmentSize = fileSize / number0fSegments;
final List<FileSegment> segments = new ArraylList<>();

RandomAccessFile randomAccessFile = new RandomAccessFile(file maode: "p"

for (int 1 = 0; i < numberOfSegments; i++) {
long segStart = 1 * segmentSize;
long segEnd = (i == numberOfSegments - 1) ? fileSize : segStart + segmentSize;
segStart = findSegment(i, skipSeament: 0, randomAccessFile, segStart, segEnd);
segEnd = findSegment(i, skipSegment: number0fSegments - 1, randomAccessFile, segEnd, fileSize);

segments.add(new FileSegment(segStart, segEnd));

}

return segments,;



3 usages new *

record FileSegment(long start, long end) {
¥

/** Using this way to segment the file is much prettier, from spullara */
1usage new*

private static List<FileSegment>_gs ion {

final int numberOfSegments = Runtime.getRuntime() .availableProcessors();

final long fileSize = file.le

final long segmentSize = fileSize / numberO0fSegments;

final List<FileSegment> segments = new ArraylList<>();

try (RandomAccessFile randomAccessFile = new RandomAccessFile(file, mode: "p"

for (int 1 = 0; i < numberOfSegments; i++) {

long segStart = 1 * segmentSize;
long segEnd = (i == numberOfSegments - 1) ? fileSize : segStart + segmentSize;
segStart = findSegment(i, skipSegment: 0, randomAccessFile, segStart, segEnd);
segEnd = findSegment(i, skipSegment: number0fSegments - 1, randomAccessFile, segEnd, fileSize);

segments.add(new FileSegment(segStart, segEnd));

}

return segments;



3 usages new *

record FileSegment(long start, long end) {
¥

/*% Using this way to segment the file is much prettier, from spullara */
1usage new*
private static List<FileSegment> getFileSegments(File file) throws IDException {
final int numberOfSegments = Runtime.getRuntime() .availableProcessors();
final long fileSize = file.length();
final long segmentSize = fileSize / numberOfSegments;
final List<FileSegment> segments = new ArraylList<>();
try (RandomAccessFile randomAccessFile = new RandomAccessFile(file, mode: "p"
for (int 1 = 0; i < numberOfSegments; i++) {
long segStart = 1 * segmentSize;
long segEnd = (i == numberOfSegments - 1) ? fileSize : segStart + segmentSize;
segStart = findSegment(i, skipSegment: 0, randomAccessFile, segStart, segEnd);

segEnd = findSegment(i, skipSeagment: numberOfSegments - 1, randomAccessFile, segEnd, fileSize);

segments.add(new FileSegment(segStart, segEnd));

}

return segments;



Memory mapped files

var results = getFileSegments(new File(FILE)).stream().map(segment -> {

long segmentEnd = segment.end();
try (var fileChannel = (FileChannel) Files.newByteChannel(Path.of(FILE), StandardOpenOption.READ)) {

fileChannel.map(FileChannel.MapMode.READ_ONLY, segment.start(), size: segmentEnd - segment.start());

var bb =

int startPointer;

int 1imit = bb.limit();

while ((startPointer = bb.position()) < limit) {
/// omitted.... parse entry

}

return null; // entries

}
catch (IOException e) {

throw new RuntimeException(e);

].

}).parallel().flatMap(v -> v. .stream())
.collect(Collectors.toMap(e -> new String(e.key), BitTwiddledMap.Entry::measurement, (m1, m2) -> ml.updateWith(m2), TreeMap::new));

// Seems to perform better than actually using a TreeMap:

System.out.println(results);



Memory mapped files

var results = getFileSegments(new File(FILE)).stream().map(segment -> {

long seamentEnd = seament.end():
try (var fileChannel = (FileChannel) Files.newByteChannel(Path.of(FILE), StandardOpenOption.READ)) {

fileChannel.map(FileChannel.MapMode.READ_ONLY, segment.start(), size: segmentEnd - segment.start());

var bb =

int startPointer;

int 1imit = bb.limit();

while ((startPointer = bb.position()) < limit) {
/// omitted.... parse entry

}

return null; // entries

}
catch (IOException e) {

throw new RuntimeException(e);

F

}).parallel().flatMap(v -> v. .stream())
.coLlect(Collectors.toMap(e -> new String(e.key), BitTwiddledMap.Entry::measurement, (m1, m2) -> ml.updateWith(m2), TreeMap::new));

// Seems to perform better than actually using a TreeMap:

System.out.println(results);



07 Jan 2024

Result :
i Implementation
(m:s.ms)
1. 00:06.159
2. 00:06.532
3. 00:07.620

JDK

21.0.1-
graal

21.0.1-
graal

PANNE
open

Submitter

Notes

GraalVM native
binary



Vector API

ByteVector line;
try (var arena = Arena.ofConfined()) {
var segment = MemorySegment.ofAddress(address)
.reinterpret(BYTE_SPECIES.vectorByteSize(), arena, null);
line = ByteVector.fromMemorySegment (BYTE_SPECIES, segment, @, ByteOrder.nativeOrder());

// Find the delimiter ';'
long semicolons = line.compare(VectorOperators.EQ, ';').tolLong();

// If we cannot find the delimiter in the vector, that means the key 1is
// longer than the vector, fall back to scalar processing
if (semicolons == 0) {




UNSAFE

Unsafe allows direct memory access (like in C)
Java wants to move away from Unsafe

Alternatives are really good (ByteBuffer etc) but...



S | nadField#ARsrractMemorySegmentimpl.langrh 171 C(-7)ivd

98 C(0) i64
—

Checks,
1c5. = L

checks N ——
’ 07 FixedCGLard(!=rue) BoundsCheckFxceprinn

103 C{2235) 5/
ChECRS--- 104|<I

_05 FixedCurard(!'=t-ue) BoundsCheckException

106 | nad=ielc#AbstracthMemnrySegmentimpl.scope

W

107 Load-ie c#NativeMemorySegmentimpl.min 109 IsNull

110 FixedGuard(! =rue) UnreachedCode

_—A
113 LoadField#Mamaorys2ssion mpl.ownsar

114 IsNull

115 FixedGuard(! =7alse) UnrcachedCode

116 Load eld#MemorySessionlmo .state 97 C(C)i32

=

117 < | 5 C(1234) i6< |

118 FixedGuard('=true] | JnreachedC.ode

119 RawlLoad
]




GETTING UNSAFE

private static final Unsafe UNSAFE = initUnsafe();

private static Unsafe initUnsafe() {

try {
final Field theUnsafe = Unsafe.class.getDeclaredField( name: "thelUnsafe");
theUnsafe.setAccessible(true);
return (Unsafe) theUnsafe.get(Unsafe.class);

}

catch (NoSuchFieldException | IllegalAccessException e) {
throw new RuntimeException(e);



USING UNSAFE

final long mapAddress = fileChannel.map(FileChannel.MapMode.READ_ONLY, 0, fileSize, Arena.global()).address();

UNSAFE .getByte(mapAddress) ;



SWAR

Instead of processing each input character separately...

Why not do 8 at a time?

SWAR = SMD As A Register
SMD = Single Instruction/Multiple Data



SWAR

1) We read 8 bytes as a 64 bit long.

Tok10:-18.3\nAmsterdam:31. 2..



SWAR

1) We read 8 bytes as a 64 bit long.

Tok10:-18.3\nAmsterdam:31. 2..

M0x312D3B6F696B6F54




SWAR

1) We read 8 bytes as a 64 bit long.

Tok10:-18.3\nAmsterdam:31. 2..

M0x312D3B6F696B6F54

2) Make a mask for the separater we're looking for:

si53:0: ISM0x3B3B3B3B3B3B3B3B




SWAR

M0x312D3B6F696B6F54

533355 ISM0x3B3B3B3B3B3B3B3B

1 usage new:’
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Llong mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= Ox8080808030808080L;
return Long.numberO0fTrailingZeros(mask) >>> 3;



SWAR

00110001 00101101 00111011 01101111 01101001 01101011 01101111 01010100

00111011 00111011 00111011 00111011 00111011 00111011 00111011 00111011

00001010 00010110| 00000000

0x312D3B6F696B6F54
0x3B3B3B3B3B3B3B3B

| USd(E€ Nnew
private static int fipstAnvPattern(long word, long pattern) {
final Long match = word M pattern;
long mask = match - UXUIUIUIUIUIUIO101L;
mask &= ~match;
mask &= Ox8080808030808080L;
return Long.numberO0fTrailingZeros(mask) >>> 3;



SWAR

- 00001010 00010110 00000000 01010100 01010010 01010000 01010100 01101111

00000001 00000001 00000001 00000001 00000001 00000001 00000001 00000001

1 usage new:’
private static int firstAnyPattern(long word, long pattern) {
final Llong match = word ™ pattern;
long mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= Ox8080808030808080L;
return Long.numberO0fTrailingZeros(mask) >>> 3;



SWAR

= 00001010 00010110) 00000000 V1010100 01010010 01010000 01010100 01101111
00000001 00000001) 00000001 POVVV00]1 00000001 00000001 00000001 00000001

00001001 00010101| 11111111 91010010 01010001 01001111 01010011 01101110

mask

| USd(E€ Nnew
private static int firstAnyPattern(long word, long pattern) {
final Llong match = word ™ pattern;
Llong mask F match - 0x0101010101010101L;
mask &= ~match;
mask &= Ox8080808030808080L;
return Long.numberO0fTrailingZeros(mask) >>> 3;



SWAR

00001001 00010101 11111111 01010010 01010001 01001111 01010011 01101110
11110101 11101001 11111111 10101011 10101101 10101111 10101011 10010000

1 usage new:
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Long mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= UxX8UsbU80U8080808080L ;
return Long.numberO0fTrailingZeros(mask) >>> 3;



SWAR

00001001 00010101 11111111 01010010 01010001 01001111 01010011 01101110
11110101 11101001 11111111 10101011 10101101 10101111 10101011 10010000

00000001 00000001 11111111 00000010 00000001 00001111 00000011l 0000000

| USd(E€ Nnew
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Long mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= UxX38U3U808080808080L;
return Long.numberO0fTrailingZeros(mask) >>> 3;




SWAR

maskpeo0000001 00000001 11111111 00000010 00000001 00001111 00000011 0000000
0x8080308030803080E10000000 10000000 10000000 10000000 10000000 10000000 10000000 10000000

1 usage new'
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Llong mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= Ox8080808080808080L;
return Long.numberOfTrailingZeros(mask) >>> 3;



SWAR

maskpeo0000001 00000001 11111111 00000010 00000001 00001111 00000011 0000000
0x8080308030803080E10000000 10000000 10000000 10000000 10000000 10000000 10000000 10000000

00000000 00000000 10000000 0000000 VV0VVO00 0VVA0VD 00000V V0000000

| USd(E€ Nnew
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Long mask = match - 0x0101010101010101L;
mask &= ~match;
mask &= OUx8080808030808080L;
return Long.numberOfTrailingZeros(mask) >>> 3;




SWAR

00000000 00000000 10000000 00000000 VV0VVO00 0000000 00000V V00000

= 47
Tok10;/~18.3\n

1 usage new:’
private static int firstAnyPattern(long word, long pattern) {
final Long match = word ™ pattern;
Llong mask = match - 0x0101010101010101L;
mask &= ~match;
mask &=_0x80380808030808080L ;
returrn Long.numberO0fTrailingZeros(mask) >>> 3;



Stringless...

Instead of allocating, storing and comparing a

We can check 8 bytes of a using:

F.getlLong(addressl) != UA F.getlLong(address2);



// Check for collision.
boolean result = true;

int 1 = 0;
if ((long) nameLength >= 8) {
if (UNSAFE.getlLong(existingResult.nameAddress) != UNSAFE.getLong(nameAddress)) {
result = false;

T
else {

i+= 8;

1
else if ((long) namelLength >= 4) {

if (UNSAFE.getInt(existingResult.nameAddress) != UNSAFE.getInt(nameAddress)) {
result = false;

}
else {

_i+:£|;

].
if (result) {
for (; 1 < (lLong) namelLength; ++i) {
if (UNSAFE.getByte( address: existingResult.nameAddress + i) != UNSAFE.getByte( address: nameAddress + 1)) {
result = false;
break;



Branchless programming

CPU’s have big pipelines of instructions
Your code needs to fill this pipeline, fast.
Which instruction comes ‘next’ after an IF-statement?

Branches are often bottlenecks.



ABS, WITH BRANCHES

int absoluteValue(int x) {
if (x < @) {
return -x;

return Xx;




ABS, BRANCHLESS

int absoluteValueBranchless(int x) {
int mask = x >> 31; // Right shift by 31 bits to fill with sign bit
return (x + mask) ~ mask:



Parse the temperature

Tusage new *

vvvvvvvvvvvvvvvvvvvvv

// O if positive, 1 if negative

final int negative = ~(input[start] >> 4) & 1;
// © if nr length is 3, 1 if length is 4

final int has4 = ((length - negative) >> 2) & 1;

final int digitl = input[start + negative] - '0';

final int digit2 = input[start + negative + has4];

final int digit3 = input[start + negative + has4 + 2];

return (-negative A (has4 * (digitl % 100) + digit2 * 10 + digit3d - 528) - negative); // 528 == ('0' = 10 + '0")



Parse the temperature

1 usage new*

private static _int branchlessParseInt(final bvtell input, int start, int length) {

// © if positive, 1 if negative

final int negative = ~(input[start] >> 4) & 1;
[/ U 1Tt nr Length 1s 8, 1 1t Length 1s 4

final int has4 = ((length - negative) >> 2) & 1;

0
1
2
3
4
5
6
7/
3
9

final int digitl
final int digit2
final int digit3

input[start + negative] - '0°';

input[start + negative + has4];

input[start + negative + has4 + 2];

return (-negative A (has4 * (digitl % 100) + digit2 * 10 + digit3 - 528) - negative); // 528 == ('0' %= 10 + '0")



>
<

Parse the temperature

’ ~ ™y ™M 1A ,
|l usage new

vvvvvvvvvvvvvvvvvvvvv

// O if positive, 1 if negative

final int negative = ~(input[start] >> 4) & 1;
// O if nr length is 3, 1 if length is 4

final int has4 = ((length - negative) >> 2) & 1;

final 1nt digitl
final i1nt digit2
final int digit3

input[start + negative] - '0';

input[start + negative + has4];

input[start + negative + has4 + 2];

return (-negative A (has4 * (digitl % 100) + digit2 * 10 + digit3d - 528) - negative); // 528 == ('0' = 10 + '0")



Parse the temperature

Tusage new *

vvvvvvvvvvvvvvvvvvvvv

// O if positive, 1 if negative

final int negative = ~(input[start] >> 4) & 1;
// © if nr length is 3, 1 if length is 4

final int has4 = ((length - negative) >> 2) & 1;

final int digitl = input[start + negative] - '0';

final int digit2 = input[start + negative + has4];

final int digit3 = input[start + negative + has4 + 2];

return (-negative A (has4 * (digitl % 100) + digit2 * 10 + digit3d - 528) - negative); // 528 == ('0' = 10 + '0")



Parse the temperature

Tusage new *

vvvvvvvvvvvvvvvvvvvvv

// O if positive, 1 if negative

final int negative = ~(input[start] >> 4) & 1;
// © if nr length is 3, 1 if length is 4

final int has4 = ((length - negative) >> 2) & 1;

final int digitl = input[start + negative] - '0';

final int digit2 = input[start + negative + has4];

final int digit3 = input[start + negative + has4 + 2];

return (-negative A (has4 * (digitl % 100) + digit2 * 10 + digit3d - 528) - negative); // 528 == ('0' = 10 + '0")



Parse the temperature

o

m__;;

s —

USER MERYKITTY ENTERED THE CHAT



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox10G00000 + 10 * Ox10860 + 1);

// Awesome idea of merykitty:

2 usages <= Roy van Rijn

private int readTemperature() {
// This is the number part: X.X, -X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BITS);

// Calculates the sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPasition » Bb11108);

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * 0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perfarm abs()

return (int) ((absValue + signed) ~ signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox10G00000 + 10 * Ox10860 + 1);

// Awesome idea of merykitty:

2 usages <= Roy van Rijn

private int readTemperature() {
// This is the number sperts—fi e
final long numberByte:

final long invNumberB

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BITS);

// Calculates the sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPasition » Bb11108);

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * 0x10080 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;
// And perfarm abs()

return (int) ((absValue + signed) ~ signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1000000 + 10 * Ox10060 + 1);

2 usages = Roy van Rijn

private int _noadTemnonatuns () I
// This is the number part: X.X, =-X.X, XX.x or =XX.X >
finaC Cong numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

0
1
2
3
4
5
6
7/
3
9

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DO0OT_BITS);

// Calculates the sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPaesition ~ Bb11108):

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ntr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1000000 + 10 * 0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perform ahs()

return (int) ((absVYalue + signed) ~ signed); // non-patented method of doing the same trick



1 usage
private static final lohg DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER 3 {100 * Ox1000000 + 10 * Ox100680 + 1);

// Awesome idea of merykitty: e-l-/n =

2 usages = Roy van Rijn

private int _pepadTemnernatune()
// This is the number part: X.X, =-X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DO0OT_BITS);

12, 20 or 28

o sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPosition ~ B8b11100);

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ntr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1000000 + 10 * 0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perform ahs()

return (int) ((absVYalue + signed) ~ signed); // non-patented method of doing the same trick

0
1
2
3
4
5
6
7/
3
9




1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1000000 + 10 * Ox10880 + 1);

2 usages = Roy van Rijn

private int readTemperature() {1
// This is the number part: X.X, =-X.X, XX.x or =-XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

0
1
2
3
4
5
6
7/
3
9

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BIFS);

// Calculates the sign .0X1010

final long signed = (invNumberBytes << 59) >> 63; X1010..00000000
Final 1nt minZ8 = (dotPosition » GDLL100): =
9 or -1 (111117111111111111111...)

final long minusFilter = ~(signed & OxFF);
final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL:;

=4

// Use the pre-calculated decimal position to adjust the values

// Update the pointer here, bit awkward, but we have all the data
ntr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1000000 + 10 * 0x10080 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;
// And perform ahs()

return (int) ((absVYalue + signed) ~ signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = 0x10101000;

1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1086000 + 10 * 0x10880 + 1);

VVVVVVVVVVVVVVVVVV

2 usages <= Roy van Rijn

private int readTemperature() 1
// This is the number part: X.X, -X.X, XX.x or =-XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long i1nvNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BITS);

// Calculates the sign

final lona sianed = (invNumberBvtes << 59) >> 63m

final int min28 = (dotPosition ”» Bb11108): 20 ™~ 28 = 8
final long minusFilter = ~(signed & OxFF); 28 A 28 = @

// Use the pre-calculated decimal position to adjus e values

final long digits = ((numberBytes & minusFilter) << min28) & OxBFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * O0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perfarm abs()

return (int) ((absVYalue + signed) » signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = (0x10101000;

1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1086000 + 10 * 0x10880 + 1);

2 usages <= Roy van Rijn

private int readTemperature() 1
// This is the number part: X.X, -X.X, XX.x or =-XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BITS);

// Calculates the sign
final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPasition A Bb11108): 0 ~ OXFF = 0
final long minusFilter = ~(signed & OxFF);

A . .
// Use the pre-calculated decimal position to -_1. f QXFF g OxFF (flI"St
final long digits = ((numberBytes & minusFilter) << min28) & OxBFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * O0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perfaorm abs()

return (int) ((absVYalue + signed) » signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1000000 + 10 * Ox10880 + 1);

2 usages = Roy van Rijn

private int readTemperature() {1
// This is the number part: X.X, =-X.X, XX.x or =-XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DO0OT_BITS);

// Calculates the sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPaesition ~ Bb11108):

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

I x tract just the digits we need, with - and .
ntr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1000000 + 10 * 0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perform ahs()

return (int) ((absVYalue + signed) ~ signed); // non-patented method of doing the same trick

0
1
2
3
4
5
6
7/
3
9
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1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox1000000 + 10 * Ox10880 + 1);

2 usages = Roy van Rijn
private int readTemperature() {1
// This is the number part: X.X, =-X.X, XX.x or =-XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;
digits 1s now in the form:
final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DO0OT_BITS);
OxUUQOTTHHOO

// Calculates the sign

ninusFilter = ~(signed & OxFF);
HH calculated decimal position to adjust the values

1 NE nnao diai - numberBvtes & mir ] : << min28) & OxAEOQOOERENQR

in the case -18.3, we want -183, so the number in hex 1s currently:

0x0300080100

polnter here, bit awkward, but we have all the data

ition >> 3) + 3;

// Multiply by a magic (100 * Ox1000000 + 10 * 0x10080 + 1), to get the result

final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And perftorm abs()

return (int) ((absVYalue + signed) ~ signed); // non-patented method of doing the same trick



usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final leng MAGIC_MULTIPLIER = (100 * Ox1080000 + 10 * Ox100600 + 1);

2 usages = Roy van Rijn
private int readTemperature() {1
// This 1s the number part: X.X, =-X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);

final Llong i1nvNumberBytes = ~numberBytes;

// Use Che/pre-calculated decimal position to adjust the values

Elilriﬂal long digits = ((numberBytes & minusFilter) << min28) & OxBFOOOFBFOOL;

digits *x 0x1010001L 1s all of them combinedyEEEEEE
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * O0x10000 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

// And pertorm abs()

return (int) ((absValue + signed) » signed); // non-patented method of doing the

same

trick



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final leng MAGIC_MULTIPLIER = (100 * Ox1080000 + 10 * Ox100600 + 1);

2 usages <= Roy van li‘i_'l”,

private int readTemperature() {
// This 1s the number part: X.X, =-X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final Llong i1nvNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & D0OT_BITS);

080100 = digits x Ox1L
000000 = digits x 0x1000L
000000

1Nz Q S : << min28) & OxOFOOOFBFOOL;
0x0303080CP1080100 = digits * Ox1010001L

// Update the pointer here, bit awkward, but we have all the data

ptr

// Multiply by a magic (100 * Ox1060000 + 10 * O0x10000 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;
// And pertorm abs()

return (int) ((absValue + signed) » signed); // non-patented method of doing the

same

trick



1 usage
private static final long DOT_BITS = 0x10101000;
1 usage

private static final lehg MAGIC_MULTIPLIER = (100 * Ox1006000 + 10 * Ox10860 + 1);

2 usages <= Roy van Rijn

private int readTemperature() {
// This 1s the number part: X.X, =-X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final Llong i1nvNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & D0OT_BITS);

hat 1if we multiply the numbers, TT times 10 and HH times 100
// Calculates the sign
0x0000000300080100 = digits * OxX1Lu%F
Ox0001EQO500A00000 = digits *x 0x1000L *x 10
0x12C0320640000000 dlglts * Ox100000L x 100

| 3l _position to adjust the values
dsS d Slngle multlpllcatlon. minusFilter) << min28) & OxOFOOOFBFOOL;

0x2C212@B7PA080100 = digits * MAGIC_MULTIPLIEF
SO XB7 = 183ksdEIRiE

// Multiply by a magic (100 * Ox1060000 + 10 * O0x10000 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

[ S | A I — = - — e —
// MU }JCI IUI II (JLJJ\J

ata

return (int) ((absValue + signed) » signed); // non-patented method of doing the same trick



1 usage
private static final long DOT_BITS = 0x10101000;

1 usage

private static final long MAGIC_MULTIPLIER = (100 * Ox10G00000 + 10 * Ox10860 + 1);

// Awesome idea of merykitty:

2 usages <= Roy van Rijn

private int readTemperature() {
// This is the number part: X.X, -X.X, XX.x or -XX.X
final long numberBytes = UNSAFE.getLong(ptr);
final long invNumberBytes = ~numberBytes;

final int dotPosition = Long.number0fTrailingZeros( i: invNumberBytes & DOT_BITS);

// Calculates the sign

final long signed = (invNumberBytes << 59) >> 63;

final int min28 = (dotPasition » Bb11108);

final long minusFilter = ~(signed & OxFF);

// Use the pre-calculated decimal position to adjust the values

final long digits = ((numberBytes & minusFilter) << min28) & OxOFOOOFBFOOL;

// Update the pointer here, bit awkward, but we have all the data
ptr += (dotPosition >> 3) + 3;

// Multiply by a magic (100 * Ox1060000 + 10 * 0x10080 + 1), to get the result
final long absValue = ((digits * MAGIC_MULTIPLIER) >>> 32) & Ox3FF;

return (int) ((absValue + signed) » signed); /J non-patented method of doing the same trick

}.




Exploit the data...
without breaking the rules...
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@ il. Per-Ake Minborg @PMinborg - Jan 15

I've put together some statistics for the data in the #1brc that might be
useful if you are looking at improving the performance of your submission:

Frequency of Name Byte Size
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Specialise

413 cities, 97.5% <16 length, 52% < 8 length.

Focus on the < 8 and < 16 cases for city length.

Manual “object inlining™:

Holdlin g T ne current result for a sin U Le c1t

private static class Result {

Long LastNamelLong, secondLastNamelong;
Long nameAddress;

1nt nameLength, remainingShift;

int min, max, count;

Long sum;



// Search for ';', one long at a time.
long word = scanner.getLong();
int pos = findDelimiter(word);
if (pos != 8) {
scanner.add(pos);
word = mask(word, pos);

hash "= word;

Result existingResult = results[hashToIndex(hash, resuvlts)];
if (existingResult != null && existingResult.lastNamelong == word) <1
scanAndRecord(scanner, existingResult);

continue;

}
else {

scanner.add(8);

hash *= word;

Long prevWord = word;

word = scanner.getLong();

pos = findDelimiter(word);

if (pos != B) {
scanner.add(pos);

word = mask(word, pos);

hash "= word;

Result existingResult = results[hashToIndex(hash, results)];

if (existingResult != null && existingResult.lastNamelLong == word &% existingResult.secondLastNamelLong == prevWord) {
scanAndRecord(scanner, existingResult);

continue;

else {
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Memory Controller

Shared L3 CacHe;
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Registers

$50/TB Disk Drive




Keeping track...

We now read the file and.
* Find and read city names
* Parse temperatures

» Next we need to store them.



max size: 8
EE ]
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max size: 8
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max size: 8

“*“Melbourne”
-183

HASHCODE:
328756875
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max size: 8

“*“Melbourne”
-183

HASHCODE:

328756875
708 = 3
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max size: 8

*“Melbourne” | -183

“*“Melbourne”
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HASHCODE:

328756875
708 = 3
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max size: 8

“*“Melbourne” | -183, 201

“*“Melbourne”
201

HASHCODE:

328756875
708 = 3
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Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:
int index = (int) (reader.hash & TABLE_MASK);
while (true) {
entry = table[index];
if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

}
else if (reader.matches(entry)) {

vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Map implementation

hash A= readBufferl;

int temperature = reader.readTemperature();

// Find or inseri—the—entpy
int index = (int) (reader.hash & TABLE_MASK);
while (true) {
entry = table[index];
if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

hash A= hash >> 32;

hash A= hash >> 17;

break;

}
else if (reader.matches(entry)) {

vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:
int index = (int) (reader.hash & TABLE_MASK);

L, I & S, r
Vlh] [ - \tl ey L

entry = table[index];

an e S

F(entry =="TNutt), 1
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

}
else if (reader.matches(entry)) {

vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:
int index = (int) (reader.hash & TABLE_MASK);
while (true) {

AL TV S Y ™. alamndaw] -
L L - RERS e | T ENENeSN ]

if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

}.

alco i{ (noadan matrhoceclantnu)) S
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vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Map implementation

int temperature = reader.readTemperature();

Find or insert the entry:
int index = (int) (reader.hash & TABLE MASK):
while (true) {

I\'\+r\\l —_— +"\k1 I\rﬁ"\f‘l\\l1 -

WA NN L'-Lll\-‘\ll"J J

int Length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room

table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

Tusage 2

er if freadan mae] Private static byte[] fillEntry(final byte[] entry, final long fromAddress, final int entrylengt

- T —_— - _— i ——

UNSAFE.putLong(entry, ENTRY_SUM, temp);

uvpdateEntry(ent ‘
UNSAFE.putInt(entry, ENTRY_MIN, temp);
break;
UNSAFE.putInt(entry, ENTRY_MAX, temp);

UNSAFE.putInt(entry, ENTRY_COUNT, 1)
eLse R y P
i UNSAFE.putByte(entry, ENTRY_LENGTH, (byte) entrylLength);
love to the UNSAFE.copyMemory( srcl null, fromAddress, entry, ENTRY_NAME, entryLength - 16);
index = (index woarre o A v NANC . e S L p

. yweigh-pattern



Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:
int index = (int) (reader.hash & TABLE_MASK);
while (true) {
entry = table[index];
if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

}
else if (reader.matches(entry)) {

vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:

int index = (int) (reader.hash & TABLE_MASK)|] public static void updateEntry(final byte[] entry, final int temp) {
while (true) {

entry = table[index]; int entryMin = UNSAFE.getInt(entry, ENTRY_MIN);
int entryMax = UNSAFE.getInt(entry, ENTRY_MAX);
Long entrySum = UNSAFE.getLong(entry, ENTRY_SUM) + temp;
int entryCount = UNSAFE.getInt(entry, ENTRY_COUNT) + 1;

if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMAD
preConstructedEntries[entryC
: new byte[ENTRY_BASESIZE_WH

table[index] = fillEntry(entryBytes, if (temp < entryMin) {
break: UNSAFE .putInt(entry, ENTRY_MIN, temp);
} }
else if (reader.matches(entry)) { else if (temp > entryMax) {
UpdateEntry (entry, temperatura); UNSAFE .putInt(entry, ENTRY_MAX, temp);
break; }
}1 - UNSAFE.putInt(entry, ENTRY_COUNT, entryCount);
else
UNSAFE. , ENTRY_SUM, ;
// Move to the next index putLong(entry entrySum)
index = (index + 1) & TABLE _MASK;
}



Map implementation

int temperature = reader.readTemperature();

// Find or insert the entry:
int index = (int) (reader.hash & TABLE_MASK);
while (true) {
entry = table[index];
if (entry == null) {
int length = reader.entrylLength;
byte[] entryBytes = (length < PREMADE_MAX_SIZE && entryCount < PREMADE_ENTRIES) ?
preConstructedEntries[entryCount++]
new byte[ENTRY_BASESIZE_WHITESPACE + length]; // with enough room
table[index] = fillEntry(entryBytes, reader.entryStart, length, temperature, reader.readBufferl, reader.readBuffer2);

break;

}
else if (reader.matches(entry)) {

vpdateEntry(entry, temperature);

break;
}
else {

// Move to the next index

index = (index + 1) & TABLE MASK:
}



Thomas Wuerthinger
¥ @thomaswue
OK, | need to stop Now, this is getting ridicul
already the primary bottleneck... #1BRC @gu

ous 24 . Kernel unmapping
nnarmorling

[+ thomas@... Q = _ X
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user OM13.935s
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Thomas Wuerthinger
e @thomaswue

Turns out the easiest way to work around the unmapping issue is to

spawn a process fork that does the work and let the OS clean up the fork
later. Now | only need to convince @gunnarmorling that this is legit &
#1brc. Itis just a few lines of beautiful Java Process API code 27.

d... Q — —|nT0 — ‘“t"“—.F?f«_" ‘-~* .info
.0, Zanzibar City=4 "
ich=-39.4/9.3/58.0
8.0, Izmir=-33.6/17
0.484s (RS
0.005s &
0.002s =

: S




// Idea of thomaswue, don't wait for slow unmap:

Tusage & Roy van Rijn

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArraylList<String> workerCommand = new ArraylList<>();
info.command().ifPresent(workerCommand: :add);

info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)
.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !'("--worker".equals(args[0]))) {
spawnWorker() ;
return;



// Idea of thomaswue, don't wait for slow unmap:

Tusage & Roy van Rin

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArraylList<String> workerCommand = new ArraylList<>();
info.command() .ifPresent(workerCommand: :add);

info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)
.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !'("--worker".equals(args[0]))) {
spawnWorker() ;

return;




// Idea of thomaswue, don't wait for slow unmap:

Tusage & Roy van Rijn

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArraylList<String> workerCommand = new ArraylList<>();
info.command().ifPresent(workerCommand: :add);

info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)

.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !("--worker".equals(args[0]))) {
spawnWorker() ;
return;



// Idea of thomaswue, don't wait for slow unmap:

T1usage & Roy van Rin

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArraylList<String> workerCommand = new ArraylList<>();
info.command() .ifPresent(workerCommand: :add);

info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)

.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !("--worker".equals(args[0]))) {
spawnWorker() ;
return;



// Idea of thomaswue, don't wait for slow unmap:

T1usage & Roy van Rin

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArraylList<String> workerCommand = new ArraylList<>();
info.command() .ifPresent(workerCommand: :add);

info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)

.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !("--worker".equals(args[0]))) {
spawnWorker() ;
return;



T1usage 2 Roy van Rijn UNMAPP'N

private static void spawnWorker() throws IOException {
ProcessHandle.Info info = ProcessHandle.current().info();
ArrayList<String> workerCommand = new ArraylList<>();
info.command().ifPresent(workerCommand: :add) ;
info.arguments().ifPresent(args -> workerCommand.addAll(Arrays.asList(args)));
workerCommand.add("--worker");

new ProcessBuilder().command(workerCommand).inheritIO().redirectOutput(ProcessBuilder.Redirect.PIPE)
.start().getInputStream().transferTo(System.out);

2 Roy van Rijn

public static void main(String[] args) throws Exception {

if (args.length == 0 || !'("--worker".equals(args[0]))) {
spawnWorker() ;

return;



Dividing the file into parts,
some threads finish sooner
than others.

Also, we’re reading from 8
different places 1n the huge file.




2 usages & Roy van Rijn

private static byte[][] processMemoryArea(final AtomicLong segmentCounter, final long startAddress, final long endAddress) {

final byte[][] table = new byte[TABLE_SIZE][];
final byte[][] preConstructedEntries = new byte[PREMADE_ENTRIES][ENTRY_BASESIZE_WHITESPACE + PREMADE_MAX_SIZE];

while (true) {

long fromAddress = startAddress + segmentCounter.getAndIncrement() * SEGMENT_SIZE;
long toAddress = Math.min(endAddress, fromAddress + SEGMENT_SIZE);

if (fromAddress >= endAddress) {
return table;

}.

final Reader reader = new Reader(fromAddress, toAddress, IisFileStart: fromAddress == startAddress);

byte[] entry;
int entryCount = 0;

// Find the correct startina position



2 usages & Roy van Rijn

private static byte[][] processMemoryArea(final AtomicLong segmentCounter, |final long startAddress, final long endAddress) {

final byte[][] table = new byte[TABLE_SIZE][];
final byte[][] preConstructedEntries = new byte[PREMADE_ENTRIES][ENTRY_BASESIZE_WHITESPACE + PREMADE_MAX_SIZE];

while (true) {

long fromAddress = startAddress + segmentCounter.getAndIncrement() * SEGMENT_SIZE;

long toAddress = Math.min(endAddress, fromAddress + SEGMENT_SIZE);

if (fromAddress >= endAddress) {
return table;

}

final Reader reader = new Reader(fromAddress, toAddress, isFileStart: fromAddress == startAddress);

byte[] entry;
int entryCount = 0;

// Find the correct startina position
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long posl = findDelimiter(wordl),

long pos2 = findDelimiter(word2);

long pos3 = findDelimiter (word3);

Result existingResultl = findResult(wordl, posl, scannerl, results);
Result existingResult2 = findResult(word2, pos2, scanner2, results);
Result existingResult3 = findResult(word3, pos3, scanner3, results);
Llong numberl = scanNumber(scannerl),

Llong number2 = scanNumber(scanner2);

Llong number3 = scanNumber(scanner3);

record(existingResultl, numberl);

record(existingResult2, number2),

record(existingResult3, number3);

This code review will be fun...



Performance counter stats for './target/CalculateAverage_thomaswue_image':
12,061.39 msec task-clock

681

99

220,203
25,250,300,213
26,877,576,823
42,740,848,935
57,425,448,002
3,938,912,502
5,271,137,390
246,089,883
329,280,193

context-switches
cpu—-migrations
page-faults
cpu_core/cycles/
cpu_atom/cycles/
cpu_core/instructions/
cpu_atom/instructions/
cpu_core/branches/
cpu_atom/branches/
cpu_core/branch-misses/
cpu_atom/branch-misses/

TopdownL1l (cpu_core)

TopdownL1l (cpu_atom)
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30.313 CPUs utilized

5

1

6.
8.
8.
Z2n
2.
1.
Z2n

.572 M/sec

.026 M/sec

.25% of all branches

.36% of all branches

461 /sec

208 /sec

257 K/sec

093 GHz

228 GHz

69 1nsn per cycle
27 1nsn per cycle

tma_backend_bound
tma_bad_speculation
tma_frontend_bound
tma_retiring
tma_bad_speculation
tma_frontend_bound
tma_backend_bound
tma_backend_bound_aux

tma_retiring

(93.88%)
(57.63%)
(57.99%)

(58.20%)
(57.62%)




Performance counter stats for './target/CalculateAverage_thomaswue_image':
12,061.39 msec task-clock # 30.313 CPUs utilized
681 context-switches 56.461 /sec
99 cpu—-migrations 8.208 /sec
220,203 page-faults 18.257 K/sec
25,250,300,213 cpu_core/cycles/ 2.093 GHz
26,877,576,823 cpu_atom/cycles/ 2.228 GHz
cpu_core/instructions/ 1.69 1insn per cycle
57,425,448,002 cpu_atom/instructions/ 2.27 1nsn per cycle
3,938,912,502 cpu_core/branches/ 326.572 M/sec
5,271,137,390 cpu_atom/branches/

437.026 M/sec
246,089,883 cpu_core/branch-misses/

6.25% of all branches
329,280,193 cpu_atom/branch-misses/ 8.36% of all branches
TopdownL1l (cpu_core)
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tma_backend_bound
tma_bad_speculation
tma_frontend_bound

tma_retiring (93.88%)
tma_bad_speculation (57.63%)
tma_frontend_bound (57.99%)
tma_backend_bound
tma_backend_bound_aux (58.20%)
tma_retiring (57.62%)
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Remember this...?

Frequency of Name Byte Size
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Name Byte Size




if ((delimiterMask | delimiterMask2) != 0) {
int letterCountl = Long.numberOfTrailingZeros(delimiterMask) >>> 3; // value between 1 and 8

int letterCount2 = Long.numberO0fTrailingZeros(delimiterMask2) >>> 3; // value between 0 and 8

long mask = MASK2[1letterCountl];

word = word & MASK1[letterCountl];

word2 = mask & word2 & MASK1[letterCount2];

hash = word * word2;

existingResult = results[hashToIndex(hash, results)];

scanner.add(letterCountl + (letterCount2 & mask));

if (existingResult != null && existingResult.firstNameWord == word && existingResult.secondNameWord == word2) A{

return existingResult;

}
else {
// Slow-path for when the ';' could not be found in the first 16 bytes.

new long[]{ OxFFL, OXFFFFL, OxXFFFFFFL, OxFFFFFFFFL, OXFFFFFFFFFFL,
OXFFFFFFFFFFFFL, OXFFFFFFFFFFFFFFL, OXFFFFFFFFFFFFFFFFL,

OXFFFFFFFFFFFFFFFFL };

static final long[] MASK1

new long[]{ Ox00L, Ox00L, Ox00L, Ox0OL, Ox00L, 0x00L, Ox00L, 0x00L,
OXFFFFFFFFFFFFFFFFL };

static final long[] MASK2



Performance counter stats for './target/CalculateAverage_thomaswue_image':
9,778.04 msec task-clock # 30.927 CPUs utilized
811 context-switches 82.941 /sec
81 cpu-migrations 8.284 /sec
218,792 page-faults 22.376 K/sec
21,654,496,541 cpu_core/cycles/ 2.215 GHz
19,474,462,268 cpu_atom/cycles/ 1.992 GHz
W cpu_core/instructions/ 2.28 1nsn per cycle
cpu_atom/instructions/ 3.14 1insn per cycle
3,690,652,954 cpu_core/branches/ .443 M/sec
5,032,375,583 cpu_atom/branches/

.661 M/sec
14,111,445 cpu_core/branch-misses/ .38% of all branches
19,354,582 cpu_atom/branch-misses/
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.52% of all branches

tma_backend bound
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Performance counter stats for './target/CalculateAverage_thomaswue_image':
9,778.04 msec task-clock # 30.927 CPUs utilized
811 context-switches 82.941 /sec
81 cpu-migrations 8.284 /sec
218,792 page-faults 22.376 K/sec
21,654,496,541 cpu_core/cycles/ 2.215 GHz
19,474,462,268 cpu_atom/cycles/ 1.992 GHz
49,328,285,361 cpu_core/instructions/ 2.28 1nsn per cycle
cpu_atom/instructions/ 3.14 1insn per cycle
3,690,652,954 cpu_core/branches/ 377.443 M/sec
5,032,375,583 cpu_atom/branches/ 514.661 M/sec
14,111, 445 cpu_core/branch-misses/
19,354,582 cpu_atom/branch-misses/ 0.52% of all branches
tma_backend bound
tma_bad_speculation
tma_frontend bound
tma_retiring (88.73%)
tma_bad_speculation (59.45%)
tma_frontend bound (59.45%)
tma_backend bound

tma_backend bound_ aux (59.48%)
tma_retiring (60.12%)
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Results

These are the results from running all entries into the challenge on eight cores of a Hetzner AX161 dedicated
server (32 core AMD EPYC™ 7502P (Zen2), 128 GB RAM).

Result

Implementation JDK Submitter Notes Certificates
(m:s.ms)

GraalVM
Thomas Wuerthinger, native
00:01.535 link Quan Anh Mai, Alfonso? binary, Certificate
Peterssen uses
Unsafe

GraalVM
native
00:01.587 Artsiom Korzun binary, Certificate
uses
Unsafe

GraalVM
native

00:01.608 Jaromir Hamala binary, Certificate
uses
Unsafe

00:01.880 Serkan OZAL HSES Certificate

- Unsafe -

GraalVM
native

00:01.921 Van Phu DO binary, Certificate
uses
Unsafe

GraalVM
native
00:02.018 Stephen Von Worley binary, Certificate
uses
Unsafe

04-49-6/03mm00:01.535

00:02.157 Roy van Rijn binary, Certificate
uses
Unsafe




https://github.com/thomaswue/1brc-steps

@ 1brc-steps Public f Star 33

forkad from gunnarmorling/1bre

¥’ main ~ #® 1Branch 0 Tags Q. Gotofile

pc e Ao

Wli®4) . Path to the Fastest #1BRC

This branch 's 5 commits ahaad of, 7 commits behind gunnarmoarling/“bre:main .

thomaswue Fix maven config and build scripis

| charis

| SIc

I N R N R I I I R O R B I I e A I R i D

gitignore

LICENSE.txt

README.md

calculete avarage kaselire.sh

calculate_avarage_thomaswue.sh

create_measurements.sn

measure_all_thomaswue.sh

perf_al_thomaswue.sh

pom xml

prepare_all_thomaswue sh

preparz2_paselne.sh

prepara_thomaswue.sh

cloc_al/l.thomaswue.sh

836def4 - 1 hour ago

Add first draft of README, renumbar solutions.

Adding mssing ")"

Add tirst draft of README, renumbar solutions.

Go implamentatian by AlexanderYastrebhov (gunnarmorlin..
W Initicl import

Fix maver config and build scripts.

Update class name in calculate_gverage_baselin2.sh

Remove additional_build_steps_*sh support (cunnarmorli...

¥ License headers

Add Tirst draft of README, renumbe2ar solutions.

Fix maver config and build scripts.

Fix maver config and build scripts.

Fix maver config and build scripts.

FiX 1est.sh 10 use prepare sScrpt

Fix maver config and bhuild scripts.

Add first draft of README, renumbar solutions.

©) 659 Commits

last week
9 months ago
last week
9 months ago
10 months ago
1 hour ago
9 months ago
9 months ago
10 months ago
last week
1 hour ago
1 hour ago
1 hour ago
Y months ago
1 hour ago

last week

Solution

Readme
Apache-2.0 license
Activity

33 slars

1 watching

1 fork

Report repository

Releases

No releases published

Packages

No packages publishad

Languages

/"
® Java 95.6% Shell 3.4%




https://github.com/gunnarmorling/1brc/blob/main/README.md#1brc-on-the-web

1BRC on the Web

A list of external resources such as blog posts and videos, discussing 1BRC and specific implementations:

e The One Billion Row Challenge Shows That Java Can Process a One Billion Rows File in Two Seconds , by Olimpiu Pop (interview)
o CIiff Click discussing his 1BRC solution on the Coffee Compiler Club (video)
o We.aé& (1BRC in SQL with DuckDB), by Robin Moffatt (blog post)
« 1 billion rows challenge in PostgreSQL and ClickHouse, by Francesco Tisiot (blog post)
e The One Billion Row Challenge with Snowflake, by Sean Falconer (blog post)
» One billion row challenge using base R, by David Schoch (blog post)
« 1Billion Row Challenge with Apache Pinot, by Hubert Dulay (blog post)
» One Billion Row Challenge In C, by Danny Van Kooten (blog post)
» One Billion Row Challenge in Racket, by Bogdan Popa (blog post)
e The One Billion Row Challenge - .NET Edition, by Frank A. Krueger (podcast)
« One Billion Row Challenge, by Ragnar Groot Koerkamp (blog post)
e ClickHouse and The One Billion Row Challenge, by Dale McDiarmid (blog post)
e One Billion Row Challenge & Azure Data Explorer, by Niels Berglund (blog post)
e One Billion Row Challenge - view from sidelines, by Leo Chashnikov (blog post)
« 1 billion row challenge in SQL and Oracle Database, by Gerald Venzl (blog post)
e One Billion Row Challenge: Learned So Far, by Roman Stoffel (blog post)
« One Billion Row Challenge in Racket, by Bogdan Popa (blog post)
e The 1 Billion row challenge with Singlestore, by Anna Semjen (blog post)
e 1BRC in .NET among fastest on Linux: My Optimization Journey, by Victor Baybekov (blog post)
e One Billion Rows — Gerald's Challenge, by Connor McDonald (blog post)
e Reading a file insanely fast in Java, by Romain Manni-Bucau (blog post)
« #1BRC Timeline, by tivrfoa (blog post)
e 1BRC - What a Journey, by Marius Staicu (blog post)
e One Billion Rows Challenge in Golang, by Shraddha Agrawal (blog post)
The Billion Row Challenge (1BRC) - Step-by-step from 71s to 1.7s by Marko Topolnik (blog post)

» Entering The One Billion Row Challenge With GitHub Copilot by Antonio Goncalves (blog post)
DataFrame and The One Billion Row Challenge--How to use a Java DataFrame to save developer time, produce readable code, and not
win any prizes by Vladimir Zakharov (blog post)




Thomas Wuerthinger
https://thomaswue.dev

Gunnar Morling
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