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An apology.
Leslie Lamport is an incredible researcher 
whose work has fundamentally shaped 
computer systems research and practice. It 
is cheap and tawdry that someone would 
take the title of one of his most famous 
works  - The Part-Time Parliament - and 
corrupt it in this way for a very modest 
comic effect.

And yet here we are.
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Historical perspective
Do we have commitment issues?



Two Phase Commit
In the beginning…
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But… 2PC has problems
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U2PC Coordinator
U2PC Coordinator

Universal Two-Phase Commit
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Client Storage

Storage

Storage

Unanimous 2PC: Fault-tolerant Distributed Transactions 
Can be Fast and Simple, Jensen et al (PaPoC 2024)



Problems Solved
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Transactions
Replication



Enter Paxos
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● Blocking coordinators stop systems dead in 
their tracks

● Lamport’s Paxos was instrumental in showing 
that coordination can be a role not a server

● For many tasks general consensus is sufficient

DEC/Compaq circa anno 1998
The Part-Time Parliament, Leslie Lamport
(ACM Transactions on Computer Systems, May 1998)
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Paxos “made simple”
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Neo4j with Paxos = O(nk) support load



Disclaimer: neither Lamport or I want to destroy you. This image is intended for light comic relief only.
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Empathy
Being nice to each other is a key aspect of 
building resilient systems



Raft is humane
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● Raft’s authors cared about people
● Distributed systems are hard to 

understand, harder to debug
● Always chooses the simple design:

﹣ Clear roles
﹣ Shared log (inductively correct)
﹣ Everything decided by majority
﹣ Strong leader role for ordering 

● Handles
﹣ Leader election
﹣ Log replication
﹣ Membership changes

In Search of an Understandable Consensus Algorithm, 
Ongaro and Ousterhout (USENIX ATC ’14)

Neo4j with Raft = (log n) support loadNeo4j with Paxos = O(nk) support load



Raft: Logs joined together

https://github.com/ongardie/raftscope



What Raft taught us about distributed systems
Ongaro and Ousterhout, 2014
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● E.g. smaller quorums are possible 
● But simple majorities make for 

straightforward ops
﹣ Ask the 4am on-call engineer about it

● Simpler protocols have fewer places for 
bugs to hide

﹣ Bugs in distributed systems are a 
total nightmare

“Be awesome to each other.” – Bill and Ted.

Howard et al: Fast Flexible Paxos: Relaxing Quorum Intersection for Fast Paxos 
(ICDCN 2021)

If you ever have to choose between anything 
(except safety) and simple, always choose simple



But what about scalability?
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https://xkcd.com/1737/
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The challenge of 
consensus for graphs
Joining the dots for safe, scalable graph databases



Labelled Property Graph Model
Robinson, Eifrém, and Webber, Graph Databases (O’Reilly) 2015
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● Neo4j (and other graph databases) implement a humane 
and performant data model

﹣ Nodes represent entities
﹣ Have zero or more labels that describe their 

role
﹣ Have zero or more properties (key-value pairs) 

for entity data
﹣ Relationships connect nodes

﹣ Have type and direction
﹣ Model affordances

﹣ Any two nodes can be connected
﹣ By any number of relationships
﹣ Of any type

● Cost of traversing a relationship at query time is constant, 
irrespective of type or direction

A humane graph model consisting of nodes, relationships, labels and property data.



System Requirements
Graphs are happening

23

Billion sized graphs are 
common today and there 
is demand for still bigger 
graphs.

Despite the systems 
challenges, users want 
their database to act like 
variables in a programming 
language.

The expectation is that 
the database gets faster 
over time for both reads 
and writes.

Size Safety Performance
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Any two nodes can be connected
by any number of relationships

of any type in either direction.

This forms an implicit contract with users



Unresolved Tensions in Distributed Systems
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● Eventual consistency is scalable, but 
it isn’t safe for graphs

● Transactions are often thought to be 
safe, but the real situation is 
complicated

﹣ Two phase commit is safe but 
ruins scalability

﹣ CAS or shard-local transactions 
doesn’t preserve ordering and 
leads to divergence between 
shards

● “We’ll just use Kafka” either 
bottlenecks or involves the same 
cross-partition issues



Reciprocal Consistency
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In the absence of coordination, your graph is 
garbage in a matter of months.

If (rosa)-[:FOLLOWS]->(antonio)

Then Antonio is implicitly followed by Rosa

Easy on a single server or leader-based replica

Just pointers

Very hard with sharded setup

The relationship record –[:FOLLOWS]-> can cross 
shards

It must be carefully coordinated so that both 
shards always agree on its state

Ezhilchelvan et al: Modeling the Gradual Degradation of 
Eventually-Consistent Graph Databases (QMSM 2020)



A Sharded Graph Database
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Puzzle: does the FOLLOWS relationship 
exist after both T1 and T2 have finished 
executing?

Shard 1 Shard 2

Karl Rosa
FOLLOWS

Network

T1

T2 T1

T2

T1

T2

Delete FOLLOWS relationship

Add property to FOLLOWS relationship

In this case, the answer is not defined 
which will lead to divergence and 
then to data corruption.
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Users love graphs. The model is 
simple, high-fidelity, and fast. 
There is no complex 
normalisation to learn, domain 
modelling is pleasant, and query 
performance is great.

But partitioned graphs are hard 
to manage. There is no general 
method of merging diverged 
graphs back together. A single 
bad write can ruin your whole 
database.

28
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RIOT
noun

• A violent public disturbance caused by a group of 
people, often involving disorderly behaviour.

• A tortured acronym for
Replicated Independently Ordered Transactions.



RIOT Requirements
What do we need to build a safe and scalable graph database?
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All servers need to 
be able to process 
read and write 
requests.

Multiple copies of 
the data need to 
be stored for fault-
tolerance.

Servers should not 
diverge even under 
challenging 
concurrency and 
fault conditions. 
It must be able to 
uphold reciprocal 
consistency.

The system should 
be as simple as 
possible, but no 
simpler (c.f. Raft).

Scale Redundancy PracticalityCorrectness

Collectively 

very difficult

Easy

Easy

M
edium

D
ifficult 

(hum
ans)
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Let’s start a RIOT
Leaderless distributed transactions in a 
single shard



RIOT Server State
Servers make independent decisions based on their local state and incoming messages
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● All servers contain a DAG of transactions known as a 
TxDAG

● Two states: PREPARED and COMMITTED
● PREPARED transactions always leaf nodes
● The most recently COMMITTED transactions are leaf nodes
● Older COMMITTED transactions are non-leaf nodes 

﹣ They become ancestors against which newer 
transactions prepare

T4 T5 T6

T1 T2

T3

T0

Committed

Prepared

Set of committed leaf nodes is called the Leading Edge



Single Shard Rules

● Allow any server to be a 
coordinator for scalability

● Use history metadata to 
determine compatible (not 
necessarily identical) 
histories for updates

● Voting model is simple 
majority within a shard
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Shard A

Client 
X Server 1

Server 2

Server 3
Client 

Y



Single Shard Rules

● Allow any server to be a 
coordinator for scalability

● Use history metadata to 
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● Voting model is simple 
majority within a shard
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T4 T5 T6

T7

T1 T2

T3

T0



Single Shard Rules
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histories for updates

● Voting model is simple 
majority within a shard
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T4 T5 T6

T7

T1 T2

T3

T0

If T7->T5, we know that 
T5 must have been 
committed (by a majority) 
elsewhere, and so we can 
commit it here and let T7
continue.



Single Shard Rules

● Allow any server to be a 
coordinator for scalability

● Use history metadata to 
determine compatible (not 
necessarily identical) 
histories for updates

● Voting model is by simple 
majority within a shard

37



A (mostly) Healthy Shard
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Consistent Majority
These two servers have applied the same 
transactions at this point in time.

`

`

`

Compatible minority
This server might just be a little slower 
(e.g. far away geographically), or it 
received messages in a slightly different, 
but compatible order.



A (mostly) Healthy Shard
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Consistent Majority
Safe to base future transactions from the 
state of either of these

`

`

Diverged minority
Cannot safely base future transactions on 
this state at this point in time
Repair (catch up from majority using a 
graph-diff algo) will happen as normal part 
of the protocol

`

`
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In the following slides you will see identifiers 
represented as natural numbers because it looks nicer. 
In our system, the identifiers are UUIDs.

Remember to read them as IDs, not numbers otherwise it 
gets really confusing.
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Happy path

Servers are fault-free and non-divergent.



Client initiates transaction on existing system
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Client Server 1 Server 2 Server 3

Begin(3)

PD{}
LE{1, 2}

PD{}
LE{1, 2}

PD{}
LE{1, 2}



Coordinator’s TxDAG Leading Edge equal to local leading edge
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Client Server 1 Server 2 Server 3

Prepare(3)->
{1, 2}

Prepare(3)->
{1, 2}

Prepare(3)->
{1, 2}

✅

✅

✅

PD{}
LE{1, 2}

PD{}
LE{1, 2}

PD{}
LE{1, 2}



Majority confirmed by the coordinator for TxID 3
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Client Server 1 Server 2 Server 3

Prepared(3)->
{1, 2}

Prepared(3)->
{1, 2}

Prepared(3)->
{1, 2}

PD{3}
LE{1, 2}

PD{3}
LE{1, 2}

PD{3}
LE{1, 2}

✅

✅



Commit
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Client Server 1 Server 2 Server 3

Commit(3)

Prepared(3)->
{1, 2}

Commit(3)

PD{}
LE{3}

PD{}
LE{3}

PD{}
LE{3}

Commit(3)

After prepare concludes, commit is inevitable (unless the system breaches its fault tolerance level, M = 2F +1)



Client receives outcome

46

Client Server 1 Server 2 Server 3

Committed(3)

Committed(3)

Committed(3)

Committed(3)

PD{}
LE{3}

PD{}
LE{3}

PD{}
LE{3}
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Normal operation under the laws of 
physics.

Servers are fault-free but are ahead or 
behind each other because of asynchrony.



Client initiates transaction on existing system
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Client Server 1 Server 2 Server 3

Begin(3)

PD{}
LE{1, 2}

PD{2->0}
LE{1}

PD{}
LE{1, 2}

Server 3 is 
slightly behind the 
others.
It has prepared 
but not yet 
committed Tx2



Chosen Coordinator Issues PREPARE in parallel
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Client Server 1 Server 2 Server 3

Prepare(3)-> 
{1, 2}

Prepare(3)-> 
{1, 2}

Prepare(3)-> 
{1, 2}

PD{}
LE{1, 2}

PD{2->0}
LE{1}

PD{}
LE{1, 2}



Coordinator’s TxDAG Leading Edge compared to local version
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Client Server 1 Server 2 Server 3

Prepare(3)->
{1, 2}

Prepare(3)->
{1, 2}

Prepare(3)->
{1, 2}

PD{}
LE{1, 2}

PD{2->0}
LE{1}

PD{}
LE{1, 2}

✅

✅

🤨



TxDAG Leading Edge compared to local history

Server 3

Prepare(3) -> 
{1, 2}

P{2->0}
C{1}

🤨

PD{2->0}
LE{1}

P{3}
LE{1,2} ≠ ☹

But given LE{1,2}
from S1

… can commit
PD{2->0} 
to LE{1, 2}

NB: Safe because Tx2 by definition must have been committed by a majority elsewhere

✅



Update local leading edge and respond

Server 3

Prepared {3},
C{1, 2}

PD{3}->
LE{1, 2} S3 was able to learn 

some state from its 
peers and move forward

✅

✅
Protocol completes 
normally from here
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Divergent participant

Always abide by majority decisions, never 
equivocate.



Server 1 is up-to-date coordinator, Server 3 is stale/divergent
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Client Server 1 Server 2 Server 3

Begin(3)

Prepare(3)-> 
{1, 2}

Prepare(3)-> 
{1, 2}

Prepare(3)-> 
{1, 2}

PD{}
LE{1, 2}

PD{}
LE{}

PD{}
LE{1, 2}



Majority formed, coordinator observes divergence
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Client Server 1 Server 2 Server 3

Prepared(3)->
{1, 2}

Abort(3)->
{}

Prepared(3)->
{1, 2}

PD{3}
LE{1, 2}

PD{}
LE{}

PD{3}
LE{1, 2}

✅

✅

❌

Coordinator can distinguish divergence from e.g. underlying database abort using response leading edges



Majority commits 3->{1, 2}, Server 3 needs to repair
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Client Server 1 Server 2 Server 3

Commit(3)->
{1, 2}

Commit(3)->
{1, 2}

Commit(3)->
{1, 2}

PD{3}
LE{1, 2}

PD{}
LE{}

PD{3}
LE{1, 2}

✅

✅

❌

Participant finds out the hard way that it is divergent
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Divergent coordinator

Will not form a majority and therefore 
make no updates. 



Server 3 is coordinator and is stale/divergent
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Client Server 1 Server 2 Server 3

Begin(3)

Prepare(3)-> 
{}

Prepare(3)-> 
{}

Prepare(3)-> 
{}

PD{}
LE{1, 2}

PD{}
LE{}

PD{}
LE{1, 2}



Server 3 realizes it is in a divergent minority and aborts
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Client Server 1 Server 2 Server 3

Abort(3)-> 
{1, 2}

Abort(3)-> 
{1, 2}

Commit(3)->
{}

PD{}
LE{1, 2}

PD{}
LE{}

PD{}
LE{1, 2}

Abort(3)->
{}

Abort(3)-> 
{1, 2}

Abort(3)-> 
{1, 2}

✅

❌

❌
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Improving concurrency 
and throughput
Can we loosen LE checks and maintain 
correctness?



Leading Edge Equality and Compatibility
Evolution of Concurrency Control in RIOT
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● Coordinator sends LE to participants
﹣ A bit like Etags on the Web

● Participants check is incoming leading 
edge is equal 

● Simple implementation, maintain set of 
COMITTED leaf nodes atop the TxDAG

● Gets harder with number of concurrent 
transactions

● Coordinator sends message with its 
leading edge

● Participants commit any transaction they 
have prepared that are in the incoming 
leading edge

● Participants check is incoming leading 
edge is compatible

﹣ Incoming leading edge can be 
matched onto local leading edge

● Gets harder with number of concurrent 
transactions

Equality is simple, safe but has low 
throughput

Compatibility has better throughput, 
but is still abort heavy (30-40%)



Bilateral Leading Edge History Checks
Relaxed concurrency control for higher performance
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● Participant has seen all the 
coordinator’s leading edge 
transactions at some point

● Coordinator has seen all the 
participant’s leading edge 
transactions at some point

● They cannot significantly diverge 
because one side would abort

● But they can safely diverge (a 
little) where RMs determine that 
operations commute

So far, so normal

Participants state 
their preconditions 
too!
A vote and a voice
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Full RIOT
Simple conjunction of majorities for 
transactions across many shards



Multi-Shard Rules

● Allow any server to be a 
coordinator for scalability

● Use metadata to determine 
compatible histories for 
updates within each shard 

● Across involved shards a 
unanimous decision is required 
But only majority needed 
within each shard

64

Shard A

Client 
X Server 1

Server 2

Server 3

Shard B

Server 4

Server 5

Server 6 Client 
Y



Committable Conjunction of Majorities 
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All Involved Shards Vote 
Commit
Even though there are a 
mixture of unanimous and 
majority commits within the 
individual shards

`

`

`

`

`

`

`

`

`

✅

✅

✅

Shard1
Shard2

Shard3

`



Non-Committable Outcome
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Some shards vote to 
abort 
Protocol needs 
unanimous agreement in 
prepare phase to 
continue to commit. In 
this case, we must abort.

`

`

`

`

`

`

`

`

`

`

✅

✅

`❌

Shard1
Shard2

Shard3



Multi-Shard Prepare
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Client Shard 1 Shard 2 Shard 3

Begin(456)

Prepare(456)->
{401,402}

Prepare(3088->456)
->{3044, 3055, 3067, 

3068}



Multi-Shard Commit
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Client Shard 1 Shard 2 Shard 3

Commit(456)->
{401,402}

Commit(3088->456)
->{3044, 3055, 3067, 

3068}

Commit(456)
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Evaluation
Does RIOT work? Is it useful?



Evaluation
The Good Parts

71

Throughput vs Clients (5 servers) Failure Mode



Evaluation
The Less Good Parts
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Traffic per machine Latency (5 servers)
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Thanks for listening
Dr. Jim Webber | Chief Scientist | Neo4j
jim@neo4j.com


