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Yesteraay | heard
your goto; is code.
SO...



using elem t = std::pair<float, 1nto64d t>;

std: :vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[]] .first = values|[J];
queue [J] .second = J;

std: :partial sort(
queue .begin (), queue.begin () + Kk,
queue.end (), compare

) ;

- simplified



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h
using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

For every nhew
token it writes,
an LLM scores
thousands of
possible next
tokens.

This code helps
select the

strongest
candidates.
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std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
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PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h
using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (
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For every nhew
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PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

TopKImpl.h

(int J = 0; J < dim size; J++) {

queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators

What this code does

using elem t =
std::pair<float, int64d t>;

Store: (score, token id)



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h

using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; J < dim size; Jj++) {
queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators

What this code does

std::vector<elem t>
queue (dim size) ;

Create space for
all 50,257 tokens



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h
using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; J < dim size; Jj++) {
queue[]] .first = values[]];

queue|[]] .second = j;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators

What this code does

for (int j = 0;
J < dim size; J++)

Overwrite all slots,
already zeroed once:
2 x 800 KB written
for every token.



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h

using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; J < dim size; Jj++) {
queue[]] .first = values[]];

queue[]] .second = 7;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators

What this code does

queue[]] .first =
values[]];

Store the token’s score



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h

using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[j].first = values[]];

queue|[]] .second = j;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators

What this code does

queue[]] .second = 7J;

Store the token’s ID



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified

TopKImpl.h

using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int 7 = 0;

j < dim size; j++) |

queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (
queue.begin (), qgqueue.begin() + Kk,

queue.end (), compare

HighTech Innovators

What this code does

std::partial sort(...)
Move the Top-K highest
scores to the front

Tiny example — K = 2
values = [3, 9, 2, 7]

Pair value with position:
[(3,0), (9,1), (2,2), (7,3)]

Top 2 after partial sort:
[(9,1), (7,3)]

Meaning: score 9 was
highest and came from
token/index 1.



But somewnhere
inside it, were doing
thousands of operations
we don't actually need.



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h

using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; J++) { Can you
queue[j].first = values[]];
spot where
energy is
wasted?

queue[]] .second = 7;

std::partial sort (
queue.begin (), queue.begin () + k,

queue.end (), compare

HighTech Innovators



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h
using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (

queue.begin (), qgqueue.begin() + Kk,

queue.end (), compare

I

HighTech Innovators

IS it...

@ the allocation?

© the loop?

© the sorting?
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Before | tell you,
we need to understand
how we got to these
few lines of PyTorch.



rs aqo, | met Head of . at Green 10
hwp-gea J Paull Young, Sustainabili’cg at GitHub, London.

Y

years
ago

‘§; HighTech Innovators ;



So | started
explaining an idea | had

for how, in theory, we could
detect digital waste across a system,

[l the wa
from o J
source code throsigh €0 Ao
build/Cl epioy

—_—

1l

runtime.

<> | - o - FEF

.
¥ - -

$ HighTech Innovators
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teamed up and join on
] building an open-source project
Microsoft to make this happen.

Last December in 2025 My team of High’cech Innovators :
in the Netherlands toge’cher with

(he's from California, remote)

\.\' r—'"/ : O </: :

\-“ HighTech Innovators
¥ Hig 21



SAYHITO

CodeWeave

Open source. Detect digital waste across a system,
from source code to build, deploy and runtime.

HighTech Innovators x Microsoft

github.com/HighTech-Innovators/CodeWeave

$ HighTech Innovators

Scan — startherepo %
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https://github.com/HighTech-Innovators/CodeWeave

So I was thinking...

it |d make sense where everyone ) .
if we can analyse, in theory, ,lw :I::e an:r:all Kook urderstands somye ceRious And still show ﬁnd Elso a IOSS 1cpr.'o"ec’c
any source code in the world, coda basz J maintenance is done you can find that “St: ot °Id"“P°Ct
’ on it. digital waste S IO
in it. \ y
s (=

m
)
)
AR VRN

2 P e e
3 = 9_0_0_9@ @Q% <_/>\\/%,@j
3 O ;is’cing for. < ki O k{ 10 k Il \OI S%%(d{
X b

$ HighTech Innovators 03



| chose PyTorch. Why?

Maybe a bit over-ambitious. But so many of today’s Al models trace back to it.

Stabslt;gil;f:smn < Mistral wistral Al ) ( Qwen Alibaba ) < Phi Microsoft ) <DeepSeek DeepSeekAl)

D
PyTorch (oo o)

( Whisper openal )
T5 Google ) ( YOLO uitralytics ) Csegme“h:eﬁ]“ythi“QD ( CLIP openal ) ( and many more)

Language @ vision @ speech Diffusion One open-source project. Massive impact.

LLaMA Meta

BERT Google

the foundation for so many models

N N

C
C
C

‘i’-«“ HighTech Innovators



Where does this code actually run?

PyTorch on PyPI ToT devices by 2030

2.1B 39B

lifetimme downloads connected, forecast

Every one of those downloads ships the Edge Al runs mostly on [®g8E: 88.8% of edge
same CPU TopK kernel. A waste pattern in Al hardware volume in 2024. IDC expects
one open-source file is multiplied across all half of enterprise Al inference to run at the

of them. edge by 2030.

One kernel. Billions of downloads. Tens of billions of devices.

HighTech Innovators 25



So we set up a complete

Autonomous GenAl CLI

with Copilot.

b
Powered by
O Copilot

The Al reverse engineered
the documentation to
understand why it exists,
how it's built, what the
O architecture is, everything

We knew nothing
about PyTorch.

?
g 2 PyTorch D | Architecture

Design
rationale

Then it integration
tested it on energy
related patterns
completely on its own.

v Underutilization
v Bottlenecks
v Waiting patterns

A

Running tests...
Analyzing...
Finding patterns...

And it...

actually worked.

Insights found!

||i|ﬂ @

v/ Digital waste detected
v/ Energy inefficiencies
v/ Actionable insights

)

From zero knowledge to real insigh’cs.

Autonomously. With Al. On PyTorch.

And it actually worked. v,

$ HighTech Innovators
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SAYHITO

CodeWeave-PyTorch

CodeWeave pointed at PyTorch: an autonomous
energy analysis of a massive, well-maintained codebase.

Built with the GitHub Copilot CLI

github.com/HighTech-Innovators/CodeWeave-PyTorch

$ HighTech Innovators

Scan — star the repo x

27


https://github.com/HighTech-Innovators/CodeWeave-PyTorch

What CodeWeave writes: the book

The book

13

Markdown files - one per chapter

Each chapter.md asks one
central question and answers it
as WHAT, HOW and WHY.
Rendered to PDF only to make it
easier to read.

PT-WB — Architecture and Implementation

OpenWeave

2026-06-04

Contents

Chapter 01: System Architecture and Layering
Ceniral Question
Presequisites
New Understanding
WHAT — The Layered Aschitectuse

Busld System and Compilation

WHY — Aschitectural Intent ...
Synthesis
Repository Layout
Operational Implications
Source References ............

Chapter 02: The Dispatch System
Central Question ................
Prerequisites

ding
The Dispatcher Architecture
Dispatch in Ac

Design Rationale .
Rutime Behavior

Synthesis ..o
Opesational Consider:

ons

Source References
Chapter 03: Tensor Implementation and Memory Model
Central Question

Presequisites -......

New Understanding .................

WHAT ~ The Tensor Object Model

HOW

WHY — Design Decisians

Runtime Behavior

Operational Patterns

Syathests .........

Source References - .
Chapter 04: Operatar Registration and Cade

wor Lifecyele

'WHERE — Operational Blind Spots

1. Dispatch Overhead Per Operation
Problem: The ~100ns dispatch overh
measurement threshold for individual calls). For medels with thousands of small oper

d per op

n is invisible in profiler out

accumulates to milliseconds

Why blind 1 s are too short to mes ately. Only aggregs
time is meaningful

Mi
dispatch overhea

igation: Compare cager vs. compiled execution time. The difference approxi

2
Problem: When Python hooks exceute during backward, they acquire the GiL, seriall
tion. The profiler cannot distinguish “time waiting for GIL” from “time executing Pyt

Contention

Why blind: GIL acquisition is not instrumented in CPython’s default build.

nce indicates GIL overhes

igation: Profile with and without hooks. Dil

Fragmentation State
Problem: The CachingAllocator's in mentation level is not exposed s & 0
allocation (due to failed best-fit searches) looks like kernel execution time

Why blind: Pool internal state changes too rapidly for period

ampling

igation: torch. cuda.nenary_snapshot () provides point

4. Intra-Operator Thread Scheduling
Problem: Op
8 threads m;

MP thread utlization within a single operation is not reported. A m

we 3 threads idle due to load imbalance.

Why blind: PyTorch's profiler operates at the operation level, not thread level,
Mitigation: External tools (per, Intel VTunc) can observe thread-level behavior.

5. Data Loading Pipeline Stalls
Problem: If DataLoader workers cannot keep up with training, the training loog
next (dataloader. iter). This appears as idle time, not as

ata loading bottlene

Why blind: The wait happens inside Python's multiprocessing queue, outside PyTorc
scope.

Mitigation: Meas
Toadi

dataloader. iter time separately. If it exceeds kemel
is the bottleneck

Read like a senior engineer. Written down.

‘$% HighTech Innovators

HOW — CPU Performance Architecture

tivel

BLAS Integration (aten/sre/ATen/ UBlas.cpp)
Matrix multiplication is the most performance-critical operation. PyTorch delegates 1o BLAS

b

+ MKL lntel): Highest performance an Intel CPUs
+ OpenBLAS: Open-aurce altermative

+ BLIS: AMD-optimized

+ veeLib: Apple Silicon optimized

yrmance varies drarm

The BLAS library is selected at build time. Pe

torch.mn( (1624, 10241, [1624, 162413 on CPU:
KL -2ns [highly optimized. uses MUX-512)

OpenBLAS: ~4ms lgaod, uses AVKE)
-268ns (triple loog, no vectarization)

MEKL-DNN / oneDNN Integration (aten/sre/ATen/native/mlldnn/)
For lution and batch lization, MKL-DNN provid § CPU ks

+ Requires channels-last memory format (NHWC) for best performance
omatic format conversion when input is channels-first (NCHW)

ate the kemel speedup for small tensors

+ Formal conversion averhead can n

nodel - nedel, to(nanary_format-torch.channels Last)
gt toimenary_fornat-terch. channels_last)

Tensarlterator Performance (aten/sre/ATen/Tensorlteratar.h)

Element-wise operations use Tensorlterator, which determines performance through

1. Cantiguity detection: Co

iguous tensors enable vectorized sequential aceess
2 ion: Computes output shape and iteration strategy
5. Parallelization: Splits work across threads (Open

Uses !

i, Vectorizat D intrinsies for innet loop

Performance hierarchy

Contiguous + aligned: Fastost (sequontial wectorized access)
Contiguous + unaligned: Fast (wectorized with alignment handling)
Non-CoNtiguous (STrided): Slow (GANEr/SCatter, paor cache behavier)

HOW — Iden!

ing Bottlenecks

Dispatch Overhead
Symptom: Many small eperations, each taking microseconds, but aggregate time is significant

Measurement

28



What CodeWeave writes: the ADRs

T h e A. DR S PT-WB — Architecture Deci

Openeave File Purpose Componeat Direction Nature

ST Ta L v Lo h Provides | cpu_kernall. ) [T ol —————S
cru_armel_vect... ), the commed e dispach stubs. such
mat-os-0a s Ioop hlpers used scross CPU a5 ml._stub, copy.stub, and
atenssre/ATen/native/ Registers CPU implementations fori softnax Lastdin kernel
Contents cousBiraryopsKerne .cop and comparison. stubs such. s and s disectory binds con
aten ) a1v_teue stub, and ada_clamp crete CPU kemels to them
fole with REGISTER_DISPATCHand ALS0_REGISTER, AVKS1Z_DISPATCH.
aten/sre/ATen/natives Implements type-couverting Al *
e <parCopkornal . precision copy kenels, incluling g aten/srlATen depends-on CPU hemehwse
Public Interface ducedfloat copy paths Dispatch.h,  Parallel.h,

on Records Key Files Dependencies

Dependencics ...... o TemsorTteratar, and ATenf
Runtie ehaviour skenfareTenfomclee/ Implements  CPU - reduction caurvee SIMD helpers from
Performance Profle cpu/Resuca0psKarnel . cpp scans  such  as  cumsun cp

the broader ATen runtime.
cunprod_cou_kernel, std_var_kei

Design Rationale

1 atenssresiTen S nore Eerael. tantor 1terdl stensacATenicors depends-on files such as Conpkernel..cap
° Role i o . and  ReducedpsKernal.cpp

: aten/arc/aTen/natives Implements vectorized softmax am use ATencoreTensor - and

— N i epu/Softhaxkernel .cop max Forward and backward kernels, TensorBase accessors to read

Public Inerface . AVXS12 regist

metadata and data pointers.

<pu/Blaskernel. cpp gebra stubs when the higher-level SealarType, DeviceType,
patch path se s
b o e metart o
Public Interface plied by 10
Eoch ADR md covers one This dictory s privarly an implemenaion detal raber than
. AM surfsce. The symbols other components consume are registered ke Runtime Behaviour
s ot e m_hormr i e et con et sormme arainl untime Beha

tory compibe insidee 5111ne nanespace CPU_CAPAGILITY and are entered

and log_saftaax_lastdin kernel imgl. plus shared helpers cpu kernel{ through a stub registration rather than a direct call. SinaryOpsKernel. cpp regist

cpu_kernel_vec(....); callers n 1 theough stubs e mal_stub, cof of CPU kemels with REGISTER OTSPATCH(. ..}, while Sof MasKernel .cpp addi

softmax_lastdin kernel ruther than by direct linka) ALSO_REGISTER AVXS12 DISPATCH(...) so the cal operator can pick an AVX312-s,
cialized implementation when availsble

Runtime Behaviour

ally reach th

component, from
aten/native/cpu to D

Drependeneicy. scalar inputs, and SottMaskernel.cpp allocates thread-local buffers with std: :nake_uniaue

Runtime Behaviour

inside its paralleL_for regions for reduced-type softmax
Performance Profile [ ) iy

torch / _ dy namo. Rendered to PDF B ——————— T T et o, i s s

Role ...

ments that cpu_kernel_vect...) uses explicit S

only to make it easier to read. . .

IMD intrinsics, and BinaryOpsKernal cpp uses

Every claim points at a real file.

S HighTechInnovators



Confusing, but true:
we use Al (CodeWeave)
to improve PyTorch,
the code that runs Al.



Meet distilgpt2: autocomplete on a diet

This is the model we run on PyTorch, to test and improve PyTorch.
Its one job: guess the next word. Then do it again. And again.

The prompt so far

The curator boards the The whole model

Its guesses (illustrative), out of 50,257 tokens 330 MB

82M params x 4 bytes

train MN%

tram 179% =~ 400x smaller than
Lliama 3 70B (~140 GB).

bus 9%

Small enough for a phone, a

banana 0.001% laptop or a Raspberry Pi:

Keep the top 50 (top k), pick one, append, repeat.

HighTech Innovators 31



Use case: story generation

8 prompts + a small Al model on PyTorch: distilgpt2 (82M params).

Copilot CLI runs the test

0 clonerepo

o load model

o run test

CopilotCLI

fully autonomous

2 8 prompts

One prompt per iteration

1 Curator on train

2 Studentto Antwerp

Founder checks
phone

4 Curator arrives

5 Student finds food
6 Founder on train
7 Curator at exhibit

8 Student finds hostel

3 Eachiteration

Loop for ~15—-30 seconds

Pick prompt
v
Tokenize

v

Generate 60 tokens

v

Decode

v
Append + next

Urepeat for all 8

Small model, fixed settings

temperature = 0.7
top_k = 50
repetition

penalty = 1.3

top_k = 50
is where TopK runs, on
every generated token.

A short story per prompt

Day 1: Curator

Day 2: Student

Day 3: Founder

..uptobDay 8

O A steady 15-30 s load on PyTorch makes inefficiencies easier to spot.

= But you don’'t need that: it even works on 1-2 second API calls.

HighTech Innovators

The integration test worked

0 8 stories generated

0 Outputs are
coherent

o Performance
measured

0 Test completed

It actually
worked!
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PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified TopKImpl.h
using elem t = std::pair<float, 1int64 t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {
queue[j].first = values[]];

queue[]] .second = 7;

std::partial sort (

queue.begin (), qgqueue.begin() + Kk,

queue.end (), compare

I

HighTech Innovators

IS it...

@ the allocation?

© the loop?

© the sorting?

33



Our energy model: wrong, but useful

Too rough to measure with. Good enough to decide with.

Why it's wrong

Language runtimes, the
operating system and the
CPU itself reorder, merge
and skip pops.

The real count is always
different.

O Prompt context: give this model to any Al, and it writes energy ranges into your code comments.

HighTech Innovators

2 The model

1 pop/s = 1 Hz

1 active core

@ 1.2 V

Energy = runtime x ~6 W per
bbusy core

Why it's useful

The same simple rules for
every line of code.

So you can compare lines
and spot the hot spots.

34



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified

Energy model (prompt context):
1 pop/s = 1 Hz : 1 active core : @1.2 VvV

using elem t = std::pair<float, int64d t>;

std::vector<elem t> queue (dim size);

for (int j = 0; j < dim size; j++) {

queue[]].first = wvalues|[]];
[J]

queue .second = 7j;

::partial sort(
queue.begin (),
queue.begin () + k,
queue.end (),
compare

'

// 0 mWh (compile-time only)
// ~5-15 mWh / 1M generated tokens

// ~80-105 mWh / 1M generated tokens

// ~70-95 mWh / 1M generated tokens

// TOTAL = 185 mWh / 1M generated tokens (measured)

HighTech Innovators

TopKImpl.h




Why a range, hot one number?

Never off Speed costs 3 Same code
|
25 W+ T1GHz=1V EAulll
Idle, a CPU package A faster core needs more Different speed, different
already burns this. voltage. Every step costs energy bill.

more.

Q That's why we write: // ~80-105 mWh [ IM generated tokens

HighTech Innovators 36



Your code changes the speed

Async and parallel work across cores changes how fast each core runs.

1 core busy 4 cores busy
core core core
core core
That core runs fast. Each core runs slower.

Q How exactly? Ask me over a beer.

HighTech Innovators 37



Where is the waste in TopK?

Three suspects: the allocation, the loop, the sort. We measured each one.

1 Allocation?

tmp =

l

RAM

Temporary buffer only.

Not the main issue.

2 The loop?

Main waste
values (value, index)
0.4 (0.4,0)
2.1 (21,1
5.3 (5.3,2)

Copies all 50,257 values.
Needs only the top 50.

Main waste = copying + extra data movement

ater | ¢ s

3 The sorting?

(9.1,42)

(91, 42)
(78,17) partial (7.8,17)
(32, 99) sort .

Moves bigger items.
Second biggest cost.

1.70x

speedup

4 Real answer

Sortindices, not pairs

Before - (value, index) - 16 B
804 KB per token
After - indexonly - 8B
402KB
+ Half the bytes to write

+ Values are never copied
« Traffic ~2.6 — ~1.4 MB

41.18%

lower latency

HighTech Innovators



Where is the waste in TopK?

Three suspects: the allocation, the loop, the sort. We measured each one.

1 Allocation?

tmp =

l

RAM

Temporary buffer only.

Not the main issue.

2 The loop?

values (value, index)
0.4 (0.4,0)
21 (21,1)
5.3 (53,2)

Copies all 50,257 values.
Needs only the top 50.

Main waste = copying + extra data movement

ater | ¢ s

3 The sorting?

(9.1,42)

(91, 42)
(78,17) partial (7.8,17)
(32, 99) sort .

Moves bigger items.
Second biggest cost.

1.70x

speedup

4 Real answer

Sortindices, not pairs

Before - (value, index) - 16 B
804 KB per token
After - indexonly - 8B
402KB
+ Half the bytes to write

+ Values are never copied
« Traffic ~2.6 — ~1.4 MB

41.18%

lower latency

HighTech Innovators



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified, NaN handling omitted TopKImpl.h Why is it quterp
[ ]
using elem t = std::pair<float, int6d t>;
std: :vector<elem t> queue(dim size); old N
std::vector<int64 t> indices(dim size);
for (int j = 0; j < dim size; j++) { Values copied o
queue[]j].first = values|[]];
queue[]j] .second = j;
Buffer size 402 KB
::1ota(indices.begin(), indices.end (), 0);
Memory traffic ~1.4 MB

queue.begin (), queue.begin() + k, queue.end(),
[] (auto& a, auto& b) {

§ . . Less data to move.
eturn a.first > b.first; } .
indices.begin (), indices.begin() + k, Less time. Less enerQY°

indices.end (),
[&] (int64 t a, int6d t b) {
return values[a] > values[b]; }

HighTech Innovators



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified, NaN handling omitted TopKImpl.h

using elem t = std::pair<float, int6d t>;
std: :vector<elem t> queue(dim size);
std::vector<int64 t> indices(dim size);

for (int j = 0; j < dim size; j++) {
queue[]j].first = values|[]];
queue[]j] .second = 7J;

::1ota(indices.begin(), indices.end (), 0);

queue.begin (), queue.begin() + k, queue.end(),
[] (auto& a, auto& b) {

return a.first > b.first; }
indices.begin (), indices.begin() + k,
indices.end (),
[&] (int64 t a, int6e4d t Db)

return values[a] > values[b]; }

HighTech Innovators

Same answer

values: never copied

10 25 7

index 0 index 1 index 2

indices: sorted by their wvalue

1 0 2

The 8 Bindex moves, not the 16 B pair.
Top 2 = index1and 0.

41



PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified, NaN handling omitted TopKImpl.h

using elem t = std::pair<float, int6d t>;
std: :vector<elem t> queue(dim size);

std::vector<int64 t> indices(dim size);

for

::1ota(indices.begin(), indices.end (), 0);

(int J = 0; J < dim size; J++) { .
queue[j].first = values[j]; TopK microbenchmark

queue[j].second = 7; ”0,834 NS
— 65,196 ns

queue.begin (), queue.begin() + k, queue.end(), 4].18% Iess time

[] (auto& a, auto& b) {

return a.first > b.first; }
indices.begin (), indices.begin() + k,
indices.end (),
[&] (int64 t a, int64 t b) {

return values[a] > values[b]; }
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PYTORCH — TOP-K SELECTION KERNEL - aten/src/ATen/[native/cpu/TopKimpl.h

</> C++ - simplified, NaN handling omitted TopKImpl.h

using elem t = std::pair<float, into64 t>;
std::vector<elem t> queue (dim size);
std::vector<int64 t> indices(dim size);

for (int 0; j < dim size; J++) {

=
queue[]].first = values[]];
[J] '

queue .second = 7J;

::iota(indices.begin(), indices.end(), 0);

queue.begin (), queue.begin() + k, queue.end(),
[] (auto& a, autoé& b) {

return a.first > b.first; }
indices.begin (), indices.begin() + k,
indices.end (),
[&] (Int6ed t a, inted t b)

return values[a] > values[b]; }

// 110,834 ns -> 65,196 ns (-41.18%)
// 185 => 109 mWh per 1M generated tokens

HighTech Innovators

A busy core burns power the whole
time it runs.

energy per million generated tokens

before 185 mMWh

after 109 mWh

76 mMWh less

every million generated tokens.
Each token: TopK picks 50 of 50,257.

assumes ~6 W per busy core
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TopK is 41.18% faster.
SO0 how much faster
is DistilGPT-2?



And the whole model?

0.80% 0.63%

faster less energy

One kernel down. Thousands to go.

HighTech Innovators
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Could you have
predicted this only
based on static code?



s HighTech Innovators
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Where does the CPU time go?

PyTorch CPU inference flamegraph (self time). 85% is matrix multiply — the waste we fixed hides in a 0.39% sliver.

PyTorch CPU inference 100.00%
import / model loading 1250%
model_generate() 87.50%
GenerationMixin._sample () 87.10%
model.forward() 84.50% Zoom: aten::topk
nn.Linear / F.linear 85.72% o
aten:mm I 5o.76% O 3 9 /
° (o]
aten:zaddmm I 25062
of total CPU self time
aten:cat 0.96%
flash_attention _cpu 0.56%
aten:copy 0.44% 1 Allocate temporary vector
aten:tanh 0.36% copy 50,257 values +
LogitsProcessor 120% indices
TopKLogitsWarper 0.50% .
3 partial_sort (k = 50)
aten:topk 0.39%
torch.multinomial() 1.76%
Oten::multinomicl ]76% Tiny S”CG. Fixed: 1.70x faster
aten:exponential _ 1.76%
other 1.52%
0% 25% 50% 75% 100%

% of total CPU self time

\ﬁg HighTech Innovators



Does this go beyond code?



s HighTech Innovators

YES!
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Three ways hardware wastes energy

Underutilization Waiting Bottlenecks

The hardware could do more, The hardware sits blocked — on The hardware is working. It just
but we never hand it enough datag, on a lock, on something spends too long on one step:
work. else. redundant work, overhead, data

it never needed to move.

TopK was the third kind. The CPU wasn't waiting — it was busy doing work
we didn't need.

\gg HighTech Innovators :



DIGITAL WASTE PATTERN 1/ 3 .

Underutilization

Oversized VMs Idle clusters Always-on dev

(I)

247

5% used

Paying for capacity nobody uses Machines awake with nothing to do Environments that never sleep

Q Resources are on, but barely used.
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DIGITAL WASTE PATTERN 2/ 3

Waiting

Slow dependencies

1/O waits Queues
: J J J J o | .

The CPU spins on disk or network Jobs pile up behind each other Every call waits on someone else

Q Work is blocked, not progressing.

HighTech Innovators
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DIGITAL WASTE PATTERN 3/3

Bottlenecks

Hot spot CPU Slow database

(&0) Cl C2 C3

One core limits the rest Queries hold everything up

Q One slow step sets the pace for all work.

HighTech Innovators

Network choke point

Transfer becomes the limit
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So, we spotted digital waste,
how does this relate to CO2?



FROM DIGITAL WASTETOCO,

Four levers between your code and CO,

Emissions are a product. Shrink any factor and the whole result shrinks with it.

CO,

Work

operations

}

a Doless

Skip what you don't
need

IN THIS TALK

TopK copied 50,257
values to keep 50

X

Time

seconds [ op

Doit faster

Less copying, less data
movement

IN THIS TALK

TopK: 1.70x faster after
the fix

Power

watts

}

e Draw less

Right frequency, right-
sized hardware

IN THIS TALK

Lowest clock that still
gives enough bandwidth

Carbon intensity
gCO.e [ kWh

Run cleaner

Pick when and where
you compute

IN THIS TALK

Netherlands tonight: 320 g
per kWh

O Your code controls work, time and power. Where and when you run it controls the fourth.

HighTech Innovators

56



& Electricity Maps
0 Map

</> API

0 Forecast

@ Home Assistant

Reference

0 APIreference
@ Data coverage

5 Methodology

14-day AP trial X

All signals, real-time and

forecasted
Start free trial
(® Resources > Sep 7, 2026
9:15 PM GMT+2
Create account
1
Sep7

Got an account? Sign in Hﬂ

© HighTech Innovators

Q Search areas

12:00 PM

&4 15 min v

== Netherlands
Sep 7, 2026, 9:15 PM GMT+2

Dominant source Carbon intensity Electricity price  Carbon-free

i} Preliminary

(-

Renewable

»
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GATHERING EVIDENCE

No single source is enough

Code gives you the hypothesis. Runtime confirms it. Energy puts a number on it.

Static analysis ° Runtime telemetry e Energy data
Where could waste be? Does it really happen? What does it cost?
LOOKS AT LOOKS AT LOOKS AT
+ Loops & logic + CPU & memory « Power
« Dependencies * Requests & jobs * Runtime & utilisation
+ Configuration ) + Always-on behaviour ) + Resource type & size
GIVES YOU GIVES YOU GIVES YOU
TopK copies all 50,257 (value, index) pairs aten::topk = 0.39% of CPU self time, 1B generated tokens = 0.185 kWh
to keep the top 50. 110,834 ns per call. before the fix.
Confidence -
Hypothesis Validated Quantified

HighTech Innovators
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SCI for TopK

Carbon per unit of useful work: electricity (E x I) plus the carbon of building the hardware (M).

E 0.185 kwh | 320 gco,e/kWh Mo 1B tokens

TopK energy before optimisation carbon intensity (NL grid) embodied, ignored here generated: our useful work

scl = (E % I) +M (0.185 x 320 + 0) /
— = 59.2 gCO2€ per bilion generated tokens

Q TopK before: 1B generated tokens = 0.185 kWh = 59.2 gCO.e

HighTech Innovators



SCENARIO - ORDER OF MAGNITUDE

What if the edge ran this fix?

Not a forecast. Just a sense of scale.

veiore 0.0180 . 61 0.0109 0.0076 mMWh

mWh per 100 generated tokens less per 100 generated tokens
calculated: runtime x 6 W, not a direct measurement

By 2030: 39 billion connected loT devices (ioT Analytics, as on slide 25)

IF THIS SHARE USES THE FIXED TOPK CODE ... «. IT SAVES THE ELECTRICITY OF

1% 390 million devices 11 households 30 vwn

5% 1.95 billion devices 57 households 145 mwn

10% 3.9 billion devices 115 households 296 mwn

25% 9.75 billion devices 287 households 741 mwh

Assumptions: 1 million generated tokens per device per year - shares are chosen, not predicted - 1 household = 2,580 kWh/year (CBS 2025)
This counts only electricity. Building the hardware (M in SCI) comes on top.

HighTech Innovators
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Demand observability shows how usage really looks

Observability data reveals the patterns behind resource demands — so we see peaks, waiting times, and real usage in action.

Peaks eooe

See when demand spikes and by how
much.

Waiting times
Understand delays and how they impact -
performance. I

Real usage

Peaks Waiting times Real usage

See actual patterns, not assumptions, to
right-size resources. Better data. Smarter decisions. Lower impact.

Q Why it matters: Observability turns raw data into insight, so we can plan capacity, improve performance, and reduce waste.

HighTech Innovators
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cl/cDis a cloud application

A CI/CD pipeline runs in the cloud and uses multiple resources to build, test and deploy software.

( ( ( (
0 Code 0 Build e Test ° Deploy

P
e Monitor

» » » » —
</> N
source changes create artifacts run checks release to environment observe results
\ J \ J \ J \C J \
Cloud resources behind the pipeline
: Compute Storage O Network Environments
e VMs or containers e artifacts e downloads o test
e build jobs e container images e Uploads e staging
e pipeline runners e logs e service calls e production

— Pipeline

Every pipeline run consumes cloud resources. Better visibility helps reduce waste.

@ Code

Q Keyidea: CI/CDis not just code. It drives compute, storage, network and deployment activity in the cloud.

HighTech Innovators

—@ Cloud resources —@ Energy impact
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Why all this effort?



Mtr Location:
Meter Reading

365 373
Charge This Month

ﬁ-; HighTech Innovators

Main House

Water Status

Last 24hrs

August Irmgation

6,000 /
O

85% of Overall Usage for August
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Act

Use the insight to prioritise improvements.

Use the results to decide what to optimise, resize, or retire.

m —O0— — Priority list
: [m

} —O0— 0 Unused test environments
Optimise Resize Retire a Oversized databases
Improve efficiency of Match capacity to real Remove resources Nno e Right-size app servers
underused resources. demand. longer needed. °

Old storage & backups

Focus on high impact, low effort first.

Key idea

Measure first. Then optimise, resize, and retire.

HighTech Innovators



Who knows an application
still running in your organisation
that should have been
decommissioned ages ago?

Show some hands.



QUESTIONS?

ASK ME IN THE APP

ety o
iz s
GETITON

" Google Play



RATE MY TALK

GET REWARDED
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