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$ who are you



CAVEAT
AVDITORES



Not really
stream.gather(...)

https://openjdk.org/jeps/461


Problem: training vs actual use-case







 

Yo! How shall I say "Retrieval Augmented Generation" 
in Danish, Swedish and Polish? Gimme a bullet point 
list, be concise!

● 󰎴 Generering understøttet af informationssøgning

● 󰐴 Generering förstärkt med informationssökning

● 󰐤 Generowanie wspomagane wyszukiwaniem



Retrieval Augmented Generation

The Right 
Answer

GAI / LLM

Your Question

+

Public Internet Data Your Businessʼs Data

Your Question

Context Window

documents images audio





SELECT * FROM my_search_table 

WHERE 

content LIKE '%milk%' 

AND 

content LIKE '%chocolate%'

milk chocolate

chocolate milk



CARTOONREALISTIC

Embeddings represent your data
Example: 1-dimensional vector

Character Vector

[ -1 ]

[ 1 ]



CARTOONREALISTIC

HUMAN

MACHINE

Multiple dimensions represent different data 
aspects

Character Vector

[ -1, 1 ]

[ 1, 0 ]



Similar data is grouped together

CARTOONREALISTIC

HUMAN

MACHINE

Character Vector

[ -1.0, 1.0 ]

[ 1.0, -0.1 ]

[ -1.0, 0.8 ]



curl -N -f -X POST "${DOCKER_MODEL_RUNNER}/embeddings" -d '{
 "model": "'"${EMBEDDING_MODEL}"'",
 "input": "Quick brown fox jumped over a lazy dog"
}'

{"embedding":[
0.04753968119621277,
-0.004536565393209457,
-0.027034679427742958,
-0.029689135029911995,
0.0623319037258625,
-0.04296858608722687,
0.047584425657987595,
...



curl -N -f -X POST "${DOCKER_MODEL_RUNNER}/embeddings" -d '{
 "model": "'"${EMBEDDING_MODEL}"'",
 "input": "Quick brown fox jumped over a lazy programmer"
}'

{"embedding":[
-0.0022155670449137688,
-0.07280080020427704,
0.042364563792943954,
0.0734516903758049,
0.0579221136868,
0.013278582133352757,
0.06784238666296005,
...









Vector Search







REALISTIC

QUERY

Relevance Result

Query

1

2

3

4

5

Vector search ranks objects by 
similarity (relevance) to the query

CARTOONREALISTIC

HUMAN

MACHINE
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Should I always RAG?

Probably not ;-)



What about MCP?

Retrieval-Augmented Generation (RAG) and Model Context Protocol (MCP)
both help large language models (LLMs) access external information, 
but they do so in fundamentally different ways.

RAG improves an LLM’s answers by retrieving 
relevant text or data from external sources (like 
Elasticsearch, vector databases, or document 
stores) and injecting it into the model’s prompt.
The model never executes code or calls APIs - it 
simply reads and reasons based on retrieved 
content.
”Fetch the right info, then explain it.”

MCP defines a secure protocol for LLMs to 
interact with real tools, APIs, and systems - not 
just to read data, but to take action.
Through MCP, the model can make structured 
requests (e.g., “query this DB,” “send this email,” 
“fetch live metrics”) using connectors that control 
what’s exposed.
“Connect safely and act through trusted tools.”



Which one to choose?
Use RAG when:

● You only need the model to read 
information and generate 
answers.

● Your data is unstructured 
(documents, FAQs, notes).

● You want minimal security risk - no 
code execution, just retrieval.

Use MCP when:

● You need the model to perform 
actions or access live structured 
data.

● You require real-time integration 
with tools, databases, or APIs.

● You can enforce strict security 
boundaries (auth, scopes, 
auditing).



Why not both?

MCP can serve as the “retrieval layer” inside a RAG system

RAG = the pattern (retrieve, augment, generate).

MCP = the protocol enabling that retrieval safely.

Together they form a powerful combo: 
MCP-powered RAG — secure, modular, and production-grade.







Join our community!
Weʼre here for you

elastic.co/community  



BBL

softwaregarden.dev/en/posts/events/brown-bag-lunch/

http://softwaregarden.dev/en/posts/events/brown-bag-lunch/




bit.ly/TRNTR-GOTO



Piotr Przybył
@piotrprz       

Tusind tak!

To RAG or not to RAG?


