
Garbage context,
Garbage code



I am confused...
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Context is king
Best practices might not fit your context



Hi! 
I’m Luca Mezzalira
Software Architect with +20y experience

O’Reilly author

International speaker

Architecture storyteller
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Development

Maintenance

Deployment

Testing

SDLC



Spring, Akka, Scala,
.Net framework, AWS, GCP,

Azure, Kafka, Kubernetes,
Serverless, VMs, ...

Not quite





Agents are most effective in
environments with

strict boundaries and
predictable structure

OpenAI
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deterministic systems
probabilistic systems&



Authoring code is different now
Developer-Driven

Prompt Engineering

Context Engineering

Harness Engineering



Does code still matter



Does the models pay attention to interface
names? They they pay attention to the structure. 

It can allow them to not read the code beneath
them, which is both a danger and an advantage.
As long as the code is consistent, you're okay. 

Uncle Bob





Product Requirements Document

PRD PRD PRD PRD



From the field



Requirements are an
essential part to make sure
AI produces what you need



Do you know why



it’s developer (mis)understanding
that’s released in production,
not the experts’ knowledge



Does architecture
still matter





Event Storming

Event Modeling

ADRs

RFCs

Collaborative methods



My mental model
Event Storming: unclear boundaries, large-scale discovery on new

domains, system reviews

Event Modeling: touching points between teams or at certain

lifecycle stages

ADRs: records a decision already made and its consequences

RFCs: proposal seeking input before a decision



Human context is NOT
in the codebase



Designing a socio-technical system
cannot be reduced to arrows and boxes



A common repo nowadays...



AGENTS.md
It tells the agent how to orient itself
in the repository, what rules and
architectural knowledge apply, and where
to find the deeper context it needs
before making changes.



AGENTS.md



part one







part two









Always do
Ask first
Never do



Agents.md best practices
1.Could I catch the agent breaking it? "Keep the code maintainable" cannot be

checked, so it cannot be enforced later either. "Use Decimal, never float, for
money" can.

2.Does every don't have a matching do? Forbidding the ORM in route handlers
without naming the repository layer leaves the agent choosing blindly between
the alternatives you did not mention.

3.Did a real mistake put it there? Agents follow these files literally. A line
added speculatively steers every session towards a problem that may never have
happened.

4.Is the file still short? Link out to longer material rather than pasting it in.

MAX between 150-200 lines



1.Every rule you add makes every other rule less likely to be followed, and that
has nothing to do with tokens or cost.

2.Write the reason, not just the rule

3.How to structure your rules

Agents.md best practices



SKILLS.md
A skill is a directory of instructions
and resources that gives the agent a
specific capability, packaged so the
agent can find it and load it on its own.



SKILLS.md



part one







part two



part three



Loading methodology



Skills loading



Rules
A rule is scoped rather than global: Rules with a glob only fires when
the agent touches a file matching that glob. Rules without a glob
behave like AGENTS.md and always fire, so scope is the first design
decision when writing one

A rule states a constraint, not a procedure: Rules describe what must
always be true regardless of what the agent is doing.

A rule carries its reason. The reason is what turns the rule from a
rigid command into something an agent can apply intelligently, and it
is what lets you delete the rule the day the reason stops being true





It always applies





More context helps, until it doesn't

Effective context is often a fraction of the

advertised window

Quality degrades before the window is ever full

The problem is not space, it is noise

The context ceiling



Summarization





Deterministic tools to the rescue



Shift left
for the win



My philosophy
“Shift Left” as much as possible

Keeping documentation up-to-date

Leverage fitness functions

Providing feedback to your coding agents

Reaching “Fast Flow”







If garbage context leads to
garbage decisions, who is
responsible for the context



Thanks
for listening
Luca Mezzalira

https://www.linkedin.com/in/lucamezzalira
https://x.com/lucamezzalira
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