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Today

3

How serverless is useful for on-demand compute

How serverless is painful for on-demand compute

How to experiment with serverless in your environment

How to deploy applications (serverful & serverless) on arm64
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What is Lambda for?
Let's talk use cases of serverless
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What is Lambda for?
We'd like to optimize our custom datastore, Retriever
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What is Retriever for?
It’s a distributed column store for real-time event aggregation
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What is Retriever for?
Real-time event aggregation for interactive querying over traces
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What is Honeycomb for?
Observability: finding out what is going on
(by querying traces!)
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https://docs.google.com/file/d/18TSCjvOsP-8ENkZ_yP1btwcggwSMS_s-/preview
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Interactive investigation of 
production behavior
We run fast queries across any combination of fields.
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Emphasis: interactive.
100ms is fast. 1000ms is ok. 10sec is slow. 100sec is unacceptable.



V6-21

@lizthegrey at #GotoCPH

Retriever-mutation

ZookeeperBeagleRetriever

https://github.com/egonelbre/gophers (CC0)

Customer interface

ui.honeycomb.io

api.honeycomb.io

Ingest

Amazon S3
• Secondary storage
• Query results

Ingest

Secondary storage

Orchestration

Kafka

Bastion hosts 
(internal network 

entry point)

Marketing site

Doodle Poodle Shepherd

Internet

Customer  telemetry
Management  and data API

Basset (cron) 
Triggers & SLOs

Segment processor

Query results Customer metadata

Queries

MySQL

Customer 
metadata

Service discovery

Stateless request processing

Stateful data storage

https://github.com/egonelbre/gophers
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Retriever stores all your event data
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Retriever is a distributed datastore.

2020
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Retriever is a distributed datastore.

2121
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Retriever is a distributed column store.

2222
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Retriever is a distributed column store.

2323
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Retriever indexes segments by timestamp.

2424
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Retriever indexes segments by timestamp.



V6-21

@lizthegrey at #GotoCPH
© 2023 Hound Technology, Inc. All Rights Reserved.

Retriever indexes segments by timestamp.

26
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Dynamic aggregation of any 
fields across any time range
A custom datastore, carefully suited, continually optimized.
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Bigger customers, more data coming in.

2828
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Segments hold a smaller time range.

2929
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Solution: MOAR storage

3030
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Now we can keep data for a fixed time range!

3131
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Retrievers grab data back from S3 at need.

3232
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Now people can run queries over 60 days 😯

3333
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Now people can run queries over 60 days 😯

3434
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“
Retrievers

Lots more compute to play
with, pretty please!
but only if I want to play!

3535
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MOAR compute, on demand.

3636
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Problem: too much data for one retriever…

3737
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Solution: more compute, on demand.

3838
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Increase in query time is sublinear

3939

Segments in S3
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Buy compute in 100ms1ms units

Compute scales with time range, so response time doesn’t have to.
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Lambda scales* up our compute

50ms
median* startup 
time

90%
of ours return* 
within 2.5s

3-4x
as expensive* 
as EC2
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10x growth in three years
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10x growth in three years
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Considerations
Lambda is on-demand compute, but they didn’t build it for this.
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Lambda scales… within limits
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Lambda scales… within limits



V6-21

@lizthegrey at #GotoCPH
© 2023 Hound Technology, Inc. All Rights Reserved.

Observability helps: concurrency

4848
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Lambda scales… within limits

4949

https://docs.aws.amazon.com/lambda/latest/dg/gettingstarted-limits.html 

Study your limits:

Change the SDK retry parameters

Observability helps 😉

Talk to your account reps

https://docs.aws.amazon.com/lambda/latest/dg/gettingstarted-limits.html
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Lambda scales up our compute

50ms
median startup 
time
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Functions start up… when they do

5151
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Lambda invocations running

Lambdas running/sleeping
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Functions return… usually

54
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Functions accept… JSON

55

Put the data in S3 and send a link.
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Functions return… up to 6Mb

56

Put the data in S3 and send a link.
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Functions cost… something

58
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Functions cost… let’s make it less?

59



V6-21

@lizthegrey at #GotoCPH

but it's not all about the money.
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Sources: NASA (Public Domain), Australia BOM (CC-BY)



V6-21

@lizthegrey at #GotoCPH
© 2023 Hound Technology, Inc. All Rights Reserved.

Sources: NASA (Public Domain), Australia BOM (CC-BY)
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Sources: Australia BOM (CC-BY), The Guardian (fair use)
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Software contributes significantly.
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Sources: Our World In Data - Hannah Ritchie (CC-BY); Patterns (CC-BY)
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Offsetting isn't the solution.
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Source: The Guardian (fair use)
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Wasting less power is.
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“ M6g instances are superior to C5 in every aspect—they cost less, have 
more RAM, exhibit lower median and significantly narrower tail 
latency, and run cooler with the same proportional workload per host. 
Converting our entire ingest worker fleet has allowed us to run 30% 
fewer instances, and each instance costs 10% less.

Yours Truly
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Is it feasible to migrate?

What’s needed?

● Base images & tooling (Docker or AMI)
● Audit application code for arch-specific 

code (e.g. inline assembly)
● CI tooling (producing build artifacts)



V6-21

@lizthegrey at #GotoCPH
© 2021 Hound Technology, Inc. All Rights Reserved.

Producing artifacts for Arm64

Honeycomb uses Go

● Don’t need an Arm box to cross-compile
● Need an Arm box to build Arm Docker 

images efficiently

Other languages

● Java, Python use arch-independent 
binaries, no changes needed

● C++ with hand-assembly would need 
updates
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It built without errors! Now what?

Validating takes considerably more time & 
effort.

m6g is superior to c5 for our workloads
● lower cost on-demand
● more RAM
● lower median latency
● significantly lower tail latency

Cost of this experiment?
A few spare afternoons.

Initial findings
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A/B testing

Limited variables

● same build ID (different compilation 
targets)

● single service 

Slow rollout

● started with one instance
● bumped to 20% to observe
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Migrated prod Shepherd

Production Shepherd EC2 cost, grouped by instance type
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Migrated prod Retriever

Retriever is our query engine

● Cost savings wasn’t a goal
● Instead, we tuned performance

For a 10% increase in cost, we could get a 3x 
performance improvement!

Headroom was critical for demand growth
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Production Retriever migration
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30% improved 
throughput
with AWS 
Graviton3
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We're now 100% ARM servers.
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Observability helps!

8383
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Why so slow?

● AWS capacity constraints
● Go register calling convention
● lz4 library asm optimization
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Making progress carefully
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Yes*, do this at home!
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● Move state from local machines onto object storage
● Shard list of objects into work units
● Parallelize object processing
● Reduce results outside Lambda afterwards

91

Most realtime bulk workloads benefit
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● Avoid latency-insensitive batch workloads (cost)
● Avoid tiny workloads (set-up latency)
● Check cloud provider limits, state your intentions (capacity 

planning)
● Test cross-compilation including profiling to avoid 

performance issues with switching archs.

92

Just beware the dragons
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● Ensure it's tuned properly (items/invoke, CPU/RAM ratio)
● Ensure your code is optimized properly (esp if multi-arch)
● Ensure you use observability layers (e.g. OTel layer)
● Measure metrics carefully (esp cost)

93

Do this before scaling out
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● Configure your CI pipelines to make artifacts
● Prepare multi-arch clusters
● Deploy to production
● Measure the results
● Iterate to maximise cost savings

94

Arm64 is a major cost & planet saver
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“ Remember: nothing matters 
unless users (developers) are happy

95
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Chapter 16: Efficient Data Storage

Observability 
Engineering
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www.honeycomb.io

https://www.honeycomb.io/
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