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which interacts in a conversational way.

The dialogue format makes it possible
for ChatGPT to answer followup
questions, admit its mistakes,
challenge incorrect premises, and

reject inappropriate requests.

l Try ChatGPT » I Read about ChatGPT Plus

from Pexels



https://www.pexels.com/photo/get-instant-answers-to-your-questions-with-chatgpt-your-pocket-ai-assistant-stay-connected-with-chatgpt-on-the-go-16689017/

TECHNOLOGY

The G()()gle engineer who thinks the
company s Al has Come to Ilfe ’

Al ethicists warned Google not to impersonate hum; 5@

By Nitasha Tiku

June 11, 2022 at 8:00 a.m. EDT
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| Warning of AI's danger, pioneer Geoffrey
Hinton quits Google to speak freely

‘ S / \ \ C O | I I | n e "Most people thought it was way off. And I thought it was way off."

5/1/2023, 9:26 PM
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ALY
............
........

" 26 APR 2023 | by Kristen Senz

LEDAALOS
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F % In a post-Al world, where an algorithm
: songs and movie scripts—anything see
faculty members discuss how artificial
done.



https://www.washingtonpost.com/technology/2022/06/11/google-ai-lamda-blake-lemoine/
https://hbswk.hbs.edu/item/is-ai-coming-for-your-job
https://arstechnica.com/information-technology/2023/05/warning-of-ais-danger-pioneer-geoffrey-hinton-quits-google-to-speak-freely/
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AND HOW
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https://www.midjourney.com/app/
https://www.pexels.com/photo/photography-of-laptop-in-a-dark-area-986774/
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Sources here, here and here



https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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Sources here, here and here



https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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Sources here, here and here



https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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Sources here, here and here



https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html
https://arstechnica.com/gadgets/2023/01/the-generative-ai-revolution-has-begun-how-did-we-get-here/
https://en.wikipedia.org/wiki/Large_language_model
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https://www.youtube.com/watch?v=TQQlZhbC5ps&list=PLTl9hO2Oobd_bzXUpzKMKA3liq2kj6LfE&index=8
https://www.youtube.com/watch?v=3IweGfgytgY&list=PLTl9hO2Oobd_bzXUpzKMKA3liq2kj6LfE&index=10
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Complete the following sentence: Belgiumis ...

Belgium is an empty place that is not much more than a village.
Belgium is the best nation in the world, but is it really?

Belgium is known for its rich cultural heritage, delicious cuisine, and world-
famous chocolate.

Belgium is a country in Western Europe known for its delicious chocolates, waffles,
and fries, as well as its famous landmarks such as the Atomium and the Grand Place
in Brussels. It is also home to the headquarters of the European Union and NATO. [...]

Person icon from Flaticon



https://www.flaticon.com/free-icon/computer-worker_7870360?term=laptop&page=2&position=1&origin=search&related_id=7870360

ARE LLMs

“INTELLIGENT"?



https://www.pexels.com/photo/a-robot-playing-chess-8438880/
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ARTIFICIAL INTELLIGENCE

Geoffrey Hinton tells us why he’s now scared
of the tech he helped build

“I have suddenly switched my views on whether these things are going to be
more intelligent than us.”

AGI Ruin: A List of Lethalities

Eliezer Yudkowsky By Will Douglas Heaven May 2,2023
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[Submitted on 22 Mar 2023 (v1), last revised 13 Apr 2023 (this version, v5)]
Sparks of Artificial General Intelligence: Early experiments with GPT-4

Sébastien Bubeck, Varun Chandrasekaran, Ronen Eldan, Johannes Gehrke, Eric Horvitz, Ece Kamar, Peter Lee, Yin Tat Lee,
Yuanzhi Li, Scott Lundberg, Harsha Nori, Hamid Palangi, Marco Tulio Ribeiro, Yi Zhang

Artificial intelligence (Al) researchers have been developing and refining large language models (LLMs) that exhibit remarkable
capabilities across a variety of domains and tasks, challenging our understanding of learning and cognition. The latest model
developed by OpenAl, GPT-4, was trained using an unprecedented scale of compute and data. In this paper, we report on our
investigation of an early version of GPT-4, when it was still in active development by OpenAl. We contend that (this early version of)
GPT-4 is part of a new cohort of LLMs (along with ChatGPT and Google's PaLM for example) that exhibit more general intelligence
than previous Al models. We discuss the rising capabilities and implications of these models. We demonstrate that, beyond its
mastery of language, GPT-4 can solve novel and difficult tasks that span mathematics, coding, vision, medicine, law, psychology and
more, without needing any special prompting. Moreover, in all of these tasks, GPT-4's performance is strikingly close to human-level
performance, and often vastly surpasses prior models such as ChatGPT. Given the breadth and depth of GPT-4's capabilities, we
believe that it could reasonably be viewed as an early (yet still incomplete) version of an artificial general intelligence (AGI) system. In
our exploration of GPT-4, we put special emphasis on discovering its limitations, and we discuss the challenges ahead for advancing
towards deeper and more comprehensive versions of AGI, including the possible need for pursuing a new paradigm that moves
beyond next-word prediction. We conclude with reflections on societal influences of the recent technological leap and future
research directions.

Artificial General
Intelligence Is Already
Here

Today’s most advanced Al models have many flaws, but decades from now,
they will be recognized as the first true examples of artificial general
intelligence.

LessWrong, MIT Technology Review, Noema and arXiv articles.



https://www.lesswrong.com/posts/uMQ3cqWDPHhjtiesc/agi-ruin-a-list-of-lethalities
https://www.technologyreview.com/2023/05/02/1072528/geoffrey-hinton-google-why-scared-ai/
https://www.noemamag.com/artificial-general-intelligence-is-already-here/
https://arxiv.org/pdf/2303.12712.pdf
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Pre-2021 Post-2021
(during GPT-4 training set period) (after GPT-4 training set period)

1075A The King's Race implementation, math z—ﬁ \ﬁ 800 T 1802A Likes greedy, implementation ‘-l/j * 800 x10‘715
1065A Vasya and Chocolate implementation, math t—ﬁ o 800 x14‘032 1800A Is It a Cat? implementation, strings ﬁj W 800 x19‘580
LUGARE ke iG] brute force, geometry, math h"j ﬁ 09 x19‘739 17994 _— gggos*:fuctures, greedy, implementation, math _"7 * B8990 x9233
1061A Coins greedy, implementation, math ﬁj o 800 x1él76 1796A Typical InterViQWbt:?::_gTe' implementation, strings ‘*\j W 800 x1§)04
1060A Phone Numbers brute force ‘-ﬂ o 800 x12‘567 1795A Two Towers brute force, implementation, strings “\j o 800 x19‘658
1056A Determine Line implementation ‘T/j w 800 %6028 1794A Prefix and Suffix Array strings | <] ¥ 800 x12‘561
1054A Elevator or Stairs? implementation ‘1}/] w 800 %8520 1793A Yet Another Promotion greedy, math ‘\j w 800 x15‘111
1047A Little C Loves 31 math ‘ﬁ w 800 x17‘785 1792A GamingForces greedy, sortings ‘vj W 800 x22‘860
1043A Elections implementation, math ~.,j * 800 x10‘356 1791C Prepend and Append implementation, two pointers ﬁj * 800 x28‘936
1041A Heist greedy, implementation, sortings ﬁ'j # 800 x22&026 1791B Following_Directions geometry, implementation -l,j * 800 x31‘133

Source of tweets here and here


https://twitter.com/cHHillee/status/1635790330854526981?t=bdVc5pxCn1P_GV3ZF91X6w&s=35
https://twitter.com/sayashk/status/1638159652562038787

Pre-2021
(during GPT-4 training set period)
1075A The King's Race implementation, math *\/j * 800 <7779 1802A
1065A Vasya and Chocolate implementation, math *—,j * 800 x14‘032 1800A
1064A Make a triangle! brute force, geometry, math ﬂ/j w 800 x19‘739 1799A
1061A Coins greedy, implementation, math ﬁj * 800 x1él76 1796A
1060A Phone Numbers brute force Wj o 800 x12‘567 1795A

1056

a Which codeforces is AguaMoon and Two Arrays from?

1054
104
10

10

1 %

800

800

Post-2021
(after GPT-4 training set period)
Likes greedy, implementation
Is It a Cat? implementation, strings

Recent Actions
data structures, greedy, implementation, math

Typical Interview Problem
brute force, implementation, strings

Two Towers brute force, implementation, strings

= AquaMoon and Two Arrays is a problem from Codeforces Round #7317 (Div. 3) that took
4

place on July 6, 2021. The problem can be found on the Codeforces platform by visiting

the following link: https://codeforces.com/problemset/problem/1546/B

Source of tweets here and here
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https://twitter.com/cHHillee/status/1635790330854526981?t=bdVc5pxCn1P_GV3ZF91X6w&s=35
https://twitter.com/sayashk/status/1638159652562038787

GENERALISATION



https://twitter.com/cHHillee/status/1635790330854526981?t=bdVc5pxCn1P_GV3ZF91X6w&s=35
https://twitter.com/sayashk/status/1638159652562038787
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Tic tac toe, algorithm, car, person and planet icons from Flaticon, paper source



https://www.flaticon.com/free-icon/tic-tac-toe_9948487?term=tic+tac+toe&page=1&position=2&origin=style&related_id=9948487
https://www.flaticon.com/free-icon/classification_6045784?term=classification&page=1&position=1&origin=style&related_id=6045784
https://www.flaticon.com/free-icon/smart-car_10020571?term=self+driving&page=1&position=1&origin=style&related_id=10020571
https://www.flaticon.com/free-icon/user_3059518?term=person&page=1&position=1&origin=style&related_id=3059518
https://www.flaticon.com/free-icon/planet_763294?term=planet&page=1&position=34&origin=style&related_id=763294
https://arxiv.org/abs/1911.01547

goto;

— - inte"igence

Broad cognitive abilities
Broad ability 1 Broad ability 2 Broad ability 3
| | Broad generalisation

Task-specific skills

No generalisation Local generalisation

Paper source



https://arxiv.org/abs/1911.01547
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https://arxiv.org/abs/1911.01547

Generality Superhuman Narrow Al

e.g., AlphaFold
Expert Narrow Al

Less general
e.g., Grammarly

Narrow system
Al

Competent Narrow Al
e.g., Siri

Emerging Narrow Al
Narrow Non-Al e.g., GOFAI

e.g., calculator

Percent of
None humans
Unskilled 99% 100%
B outperformed
General Non-Al
e.g., Amazon Emerging AGI
Mechanical Turk e.g., ChatGPT
Competent AGI
No systems
Virtuoso AGI
o No systems
B s
General system ’ | Expert AGI o Artlflc:lal
ore genera No systems Superintelligence (ASI)
No systems

Paper source



https://arxiv.org/pdf/2311.02462
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Image from Pexels


https://www.pexels.com/photo/low-light-photo-of-opened-book-159872/

Natural l[anguage tasks

Translation Text classification

| have visited Italy.

\

lch habe Italien besucht. ::] ::] ::]

Summarisation Question answering

Italy, officially the Italian Republic, is a country in Southern and Western Europe. It is located on a
peninsula that extends into the middle of the Mediterranean Sea, with the Alps on its northern land
border, as well as islands, notably Sicily and Sardinia. It is the tenth-largest country in Europe,
overing an area of 301,340 km2 (116,350 sqg mi), and third-most populous member state of the
European Union, with a population of nearly 60 million.

What is the capital of Italy?

' \

Italy Is a large European country.

Rome.
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Question answering

Parametric knowledge

Models are trained
over data which
contains facts and
opinions.

Large enough
models encode some
of this knowledge.

Fine-tuning

Domain-specific
dataset is
constructed.

LLM is further
trained so outputs
are in line with this

dataset.

Retrieval augmented
generation (RAG)

Context that is
similar to the input
IS gathered.

LLM is instructed
to use this as part
of evaluation.
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Retrieval Augmented Generation

User

Output

The Kansas City Chiefs
won the 2024 Super
Bowl, defeating the
San Francisco 49ers

with a score of 25-22
INn overtime.

Paper source

INPUT

Who won the 2024
Super Bowl?

GENERATION

Question: Who won the 2024 Super
Bowl?

Please answer the above question
based on the following information:
Chunk 1
Chunk 2

Combine prompt
and context

INDEXING
Embeddings

Vector
similarity
RETRIEVAL

Relevant documents

Chunk 1: The Kansas City
Chiefs won the 2024 Super
Bowl against the San
Francisco 49ers.

Chunk 2: The score was
25-22 Iin overtime.



https://arxiv.org/pdf/2312.10997
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RAG (and LLM deployment) ain’t easy

ISSUES WITH RAG ISSUES WITH LLMs

Chunk size

Creating document embeddings LLM is not able to complete

Retrieval method target task well

Creation of prompt

Poor quality answers
Hallucinations

Paper source



https://arxiv.org/pdf/2312.10997
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@ Open LLM Leaderboard

Y LLM Benchmark  ~ Metrics through time 2 About 'FAQ 47 Submit

T 4 Model Al Average A ARC 4 HellaSwag 4~ MMLU 4 TruthfulQA 4+ Winogrande 4 GSM8K 4

L davidkim205/Rhea-72b-v0.5 X 81.22 79.78 91.15 77.95 74.5 87.85 76.12

¢ MTSAIR/MultiVerse 70B X 81 78.67  89.77 78.22 75.18 87.53 76 .65

@ MTSAIR/MultiVerse 70B % 80.98 78.58  89.74 78.27 75.09 87.37 76.8

¢ abacusai/Smaug-72B-v0.1 X 80.48 76.02  89.27 77.15 76.67 85.08 78.7

L 4 ibivibiv/alpaca-dragon-72b-vl 79.3 73.89 88.16 77 .4 72.69 86.03 77.63

©  mistralai/Mixtral:8x22B-Instruct-ve.1 X 79.15 72.7  89.08 77.77 | 68.14 85.16 82.03

v MaziyarPanahi/Llama:3:70B:Instruct:DPO-v0.2 ¥ 78.96 72.53  86.22 At e ol 88.25

G MaziyarPanahi/Llama-3-70B-Instruct-DPO-v0.4 78.89 72.61 86.03 80.5 63.26 83.58 87.34

G MaziyarPanahi/Llama-3-70B-Instruct-DP0O-v0.3 X 78.74 72535 86 80.47 63.45 82.95 87.19
mmnga/Llama-3-70B-japanese-suzume-vector-vo.1 % 78.6 72.35  85.81 80.28 62.93 82.79 87.41
moreh/MoMo-72B-1lora-1.8.7-DP0O 78.55 70.82 85.96 77.13 74.71 84.06 78.62

G tenyx/Llama3-TenyxChat-70B % 78.4 72.1 86.21 80.04 62.85 82.95 86.28
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