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● Not about tools

● Not about how to build AI into your products

● About AI and code



Black Box



Black Box

● We have general descriptions of LLMs*
● Tech is changing fast
● No transparency
● Tools are often “clamped”
● Specialized training
● Multi-agent systems, RAG, fine-tuning

Can we have a good 

working model to guide us?
Guild v. Google, ., No. 13-4829

*3Blue1Brown - Attention in transformers, visually explained 



The Surfacing Model



 



 





 





Context Window



Context Window

● The “working memory” for an LLM
○ How much can it be aware of at once



Context Window

4K → 128K → 1M → 2M

● The “working memory” for an LLM
○ How much can it be aware of at once



 



 



Context Window



Context Window

Multi-step prompts often decrease retrieval performance



Context Window

Maybe “logical attention” is smaller than the CW.

 

● Maybe it can be overloaded

● Maybe it can change focus

● Maybe it dissipates over time



Spectrum of Use





● Generating or modifying things (code) 

that are part of our product

○ IP Considerations

○ Safety

○ Quality (req and impl)

High-Validation (depending on risk)

Work Product



● Finding answers (language, API, etc)

● Generating reference implementations

● Assistant-based research

○ Can be misled

Validation is “in the work”

Reference



● Try things out

● Exploratory generation

● We can make the choice to never use 

these generated artifacts directly

○ Sandbox

Generating ideas, not deliverables

Ideation



“It suggests, we decide”



Techniques



Make Projections











There Are Many Possible Projections

● Project to Math

● Project to Diagrams

● Project to another Programming Language 

○ Then Invert

● …



Lensing











Generalization / Specialization in the 
Tool Space



Gwern - “The Scaling Hypothesis”



Do `Side By Sides’



Side By Side

● Offer Then Ask
○ Give the tool something you have made 

and then ask it for an alternative or critique
○ Check to standards

Guild v. Google, ., No. 13-4829



Side By Side

● Solve Then Ask
○ Solve a problem and then ask the tool to 

solve the same problem without seeing 
your solution.

Guild v. Google, ., No. 13-4829



Side By Side

● Ask Then Use
○ Generate as solution and then use it.
○ We have to confront the quality issue 

directly.

Guild v. Google, ., No. 13-4829



Side By Side

● Ask Then Reference
○ Generate a solution and then use it as a 

model for yours.

Guild v. Google, ., No. 13-4829



Create Pidgin Languages









Make Waywords











Generalizing



More Extreme Waywording











System 1 and System 2

“The automatic operations of System 1 generate surprisingly complex patterns of 
ideas, but only the slower System 2 can construct thoughts in an orderly series of 
steps.”

– Daniel Kahneman in Thinking, Fast and Slow

Guild v. Google, ., No. 13-4829



System 1 and System 2

“The automatic operations of System 1 generate surprisingly complex patterns of 
ideas, but only the slower System 2 can construct thoughts in an orderly series of 
steps.”

– Daniel Kahneman in Thinking, Fast and Slow

Guild v. Google, ., No. 13-4829
LLMs are great at System 1

Guild v. Google, ., No. 13-4829



Planning

● Can Large Language Models Reason and Plan? - Subbarao Kambhampati

Guild v. Google, ., No. 13-4829







Planning



Caveats

● These are base LLMs
● LLM providers may be incorporating planning ability via modified 

architectures and integrations 



Recursion and Levels

● Reports: It is hard to lead LLMs to solutions that involve recursion

● Experience: Testing through levels fails past a certain point

Guild v. Google, ., No. 13-4829



More Techniques

● Ask For N / Ask Again

● Notice Names

● Understand the Generated

● Step Check

● Completion Check

● Summary Prompting (Session Transport Problem)



Cost / Risk



Cost / Risk



Cost / Risk

consequential computation
support code

internal tooling
dynamic policy choicesexperiments

key customer value features
scaffolding

disposable tests



Cost / Risk

gaming
regulated industries

creator tools

life / fortune

low switching cost

entertainment

mature market

medical / law

startups



Review Fatigue

 



Review Fatigue

(Attention Debt?)



Review is harder than the incremental 
learning that happens during development

You have to build up new context each time



AI has to pay for itself wrt to frustration and fatigue 

We can and do discard tools that increase our 
cognitive load



Work in Small Chunks



Get used to pivoting and discarding 
things that don’t work 

(do this immediately)



Automated Testing





Rigor







Our Trajectory

● We learn how to ask better questions
● The interaction is only as good as we are
● These tools make us better 



This Is the Worst It Will Ever Be



On Leanpub

(in progress)


